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Abstract
Detection of changes in environmental phenomena using remotely sensed data is a
major requirement in the Earth sciences, especially in natural disaster related scenarios where prompt detection, ideally in real-time, plays a crucial role in the saving of
human lives and the preservation of natural resources.
Although various approaches formulated to model multidimensional data can
in principle be applied to the inherent spatial-temporal-spectral complexity of remotely sensed geospatial data, there are still challenging peculiarities that demand
a precise characterization in the context of environmental change detection, particularly in scenarios of fast and abrupt changes. Similarly, although advances in data
stream management systems (DSMS) could potentially be used in this case, such an
approach mainly deals with tuple-based streams. Geospatial image streams, however,
do not fit appropriately in the standard DSMS approach. In particular, the heterogeneous geographic coverage patterns followed by airborne and spacecraft sensors,
along with the multidimensionality of the data in the streams, require more complex
operations than the traditional ones in relational DSMSs. On the other hand, besides the development and execution of complex analysis methods and experiments,
scientists also have to deal with disparate data formats and access methods, as well
as time consuming tasks like data preparation and integration from diverse sources.
Recognizing the necessity for a systematic effort to address the above issues,
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the work presented in this thesis is a concrete step toward the foundation and construction of an integrated Geospatial Image Stream Processing framework, GISP. The
continuous improvements in sensor, transmission, and network technologies, which increasingly allow the real-time stream delivery and broad dissemination of geospatial
data from sensors, make feasible the accomplishment of such a GISP goal. First,
we present a data and metadata model for remotely sensed image streams. We introduce a precise characterization of images and image streams in the context of
remotely sensed geospatial data. On this foundation, we define spatially-aware temporal operators with a consistent semantics for change analysis tasks. We address
the change detection problem in settings where multiple image stream sources are
available, and thus we introduce an architectural design for the processing of geospatial image streams with a clear semantics regarding the execution of multi-source
stream pipelines. With the explicit aim of targeting collaborative scientific environments, we construct a concrete realization of our architectural design based on two
key components: Kepler, a robust and widely used scientific workflow management
system, as the underlying computational support; and Open Geospatial Consortium
data and Web interface standards, as a means to facilitate the interoperability of
GISP instances with other processing infrastructures and client applications. We
demonstrate our GISP framework with representative remote sensing applications including land cover detection, wildfire detection, and near real-time quantitative and
qualitative validation of surface temperature measurements integrating ground- and
satellite-based data.
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Abstract
Detection of changes in environmental phenomena using remotely sensed data is a major
requirement in the Earth sciences, especially in natural disaster related scenarios where
prompt detection, ideally in real-time, plays a crucial role in the saving of human lives and
the preservation of natural resources.
Although various approaches formulated to model multidimensional data can in
principle be applied to the inherent spatial-temporal-spectral complexity of remotely sensed
geospatial data, there are still challenging peculiarities that demand a precise characterization in the context of environmental change detection, particularly in scenarios of fast
and abrupt changes. Similarly, although advances in data stream management systems
(DSMS) could potentially be used in this case, such an approach mainly deals with tuplebased streams. Geospatial image streams, however, do not fit appropriately in the standard
DSMS approach. In particular, the heterogeneous geographic coverage patterns followed
by airborne and spacecraft sensors, along with the multidimensionality of the data in the
streams, require more complex operations than the traditional ones in relational DSMSs.
On the other hand, besides the development and execution of complex analysis methods and
experiments, scientists also have to deal with disparate data formats and access methods,
as well as time consuming tasks like data preparation and integration from diverse sources.
Recognizing the necessity for a systematic effort to address the above issues, the
work presented in this thesis is a concrete step toward the foundation and construction of
an integrated Geospatial Image Stream Processing framework, GISP. The continuous improvements in sensor, transmission, and network technologies, which increasingly allow the
real-time stream delivery and broad dissemination of geospatial data from sensors, make
feasible the accomplishment of such a GISP goal. First, we present a data and metadata
model for remotely sensed image streams. We introduce a precise characterization of images
and image streams in the context of remotely sensed geospatial data. On this foundation,
we define spatially-aware temporal operators with a consistent semantics for change analysis
tasks. We address the change detection problem in settings where multiple image stream
–ix–

sources are available, and thus we introduce an architectural design for the processing of
geospatial image streams with a clear semantics regarding the execution of multi-source
stream pipelines. With the explicit aim of targeting collaborative scientific environments,
we construct a concrete realization of our architectural design based on two key components: Kepler, a robust and widely used scientific workflow management system, as the
underlying computational support; and Open Geospatial Consortium data and Web interface standards, as a means to facilitate the interoperability of GISP instances with other
processing infrastructures and client applications. We demonstrate our GISP framework
with representative remote sensing applications including land cover detection, wildfire detection, and near real-time quantitative and qualitative validation of surface temperature
measurements integrating ground- and satellite-based data.

Professor Michael Gertz
Dissertation Committee Chair

–x–

1

Chapter 1

Introduction
The primary role played by change detection in the study and monitoring of Earth’s
environment is faced with many challenges [61, 77]. A simple, yet widely common setting in
remote sensing change detection research typically involves some form of the question: “Is
there any change between two given images of the same geographic area taken at two different times?,” along with the related issues dealing with the location and type of the changes.
A closer examination of the remote sensing literature, however, reveals that change detection
is a broad concept that encompasses many possible connotations according to phenomena
under study, spatio-temporal scale, data characteristics, and operational requirements. Regarding temporal scale, for instance, change can be as gradual as in the case of biomass
accumulation, or as abrupt as in the case of wildfires. Regarding data characteristics, remotely sensed geospatial data is inherently of a complex spatial-temporal-spectral nature,
which arises from a variety of factors including sensor scanning patterns (e.g., depending
on the instrument carrying the sensors, in situ and also airborne and both geostationary
and orbiting satellite-borne instruments), and detector spectral capabilities.
Three illustrative change detection scenarios are shown in Figure 1.1. Parts (a),
(b), and (c) in the figure illustrate changing phenomena cases corresponding to periods
of years, months, and days, respectively. The two satellite generated images taken in 1979
(top) and 2003 (bottom) over the Artic Circle in part (a) allow one to appreciate the shrink-
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(a)

(b)

(c)

Figure 1.1: Remote sensing change detection scenarios. (a) Change in extent of the main
sea ice cover within the Arctic Circle in the period 1979-2003 (from [97]). (b) The typical
seasonal change in vegetation illustrated between May-July 2000, and November 2000January 2001 (from [97]). (c) A recent 10-day composite wildfire map over the Americas
(from [89]).
age of the main ice cover within a period of two decades [97]. Part (b) shows the typical
seasonal change in vegetation coverage (green pixels) on a global scale, here illustrated with
image composites for May-July 2000 (top) and November 2000-January 2001 (bottom) [97].
Part (c) is a 10-day composite wildfire map (red and yellow pixels) over the Americas corresponding to the period 2007-07-29 to 2007-09-07 generated by the MODIS Rapid Response
System [89].
In their routine testing of new scientific procedures and the fulfillment of diverse
user and application demands, scientists in remote sensing change detection have to solve
problems of various kinds. Besides the development and execution of complex analysis
methods and experiments, scientists also have to deal with disparate data formats and
access methods. Data preparation and integration from diverse sources are often time consuming tasks. The challenges are compounded when data takes the form of geospatial image
streams, one that is becoming increasingly common thanks to recent advances in sensor,
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transmission, and network infrastructures. Moreover, although models for complex data
have been proposed, there are still challenging peculiarities that demand a precise characterization in the context of change detection in environmental geospatial image streams,
particularly for fast change scenarios.
This situation identifies the two main background components of our work: remote
sensing change detection and data stream processing, fields of study well developed by their
respective research communities. The aforementioned ongoing technological advancements
call for a link between the remote sensing and data stream processing efforts to better tackle
emerging challenging requirements in environmental monitoring and disaster prevention
and control. In this sense, our research is aimed at elucidating a sound characterization of
change and change detection in the context of environmental remotely sensed data streams.
Such a characterization will serve as a foundation to develop and incorporate improved
detection capabilities and visualization techniques toward empowering the scientist with
better tools for exploration and understanding. Conceptually, we pursue generality, while,
for a concrete realization, our focus will be in the case of rapid, short-term environmental
change applications.

1.1

Problem statement
Remote sensing change detection research has established a copious body of lit-

erature. There are, however, two aspects that have received little attention: a general
characterization of the problem in the case of rapid-change scenarios; and the processing
of images in a streaming fashion as data from the remote sensor become available. In
terms of characterization, methodologies for slow-change settings such as land cover and
land use, have certainly been discussed and defined, as described in Section 2.1.1. However,
by design, their scope does not necessarily apply to fast-change phenomena. Therefore,
fast-change settings call for a specific treatment. On the other hand, most of the work in
change detection can be called offline detection: datasets are already stored, or otherwise
available in a static form, and the detection process usually operates on a predetermined
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selection of the images, which are often assumed to fully cover a given region of interest.
Even in more rapid-change scenarios (e.g., wildfire detection and hurricane tracking), detection processing is performed on a whole-scene image-by-image basis, in part because
most current delivery mechanisms operate in this way. Given that technologies in satellite,
sensor, and communication network systems are improving at a great pace, efforts toward
online detection must be expressly undertaken. We do so by modeling change detection in
terms of incremental processing as image fragments, even at the pixel level, arrive into the
system. Interestingly, real-time approaches for change detection are the subject of active
research in several areas including signal processing (e.g., speech, video), surveillance, and
other data streams contexts; yet there is an apparent lack of a systematic approach in the
environmental remote sensing arena.
In synthesis, the following issues are the driving forces for this research.
1. What formal characterization integrating image stream analysis and change detection
can be made that is of significance for typical environmental remote sensing problems?
2. How can such a characterization be adaptable to the case of short-term and near
real-time settings?
3. How can detection algorithms and analysis techniques be adjusted and designed to
exploit the streaming nature that is becoming increasingly common in remotely sensed
data?
4. What computational approaches, models, and systems are best suited to support the
realization of such a characterization toward a truly usable framework by scientists in
remote sensing change detection?

1.2

Approach
Recognizing the necessity of a systematic effort to integrate the fields of remote

sensing and data stream processing in the context of change analysis and visualization, we
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present a concrete framework for Geospatial Image Stream Processing, GISP, whose overall
conceptual elements are shown in Figure 1.2. This framework is comprised of a model for
geospatial image streams, a characterization of operations for temporal change analysis, an
architecture and execution model, and an integrated scientist-oriented tool for the design,
composition, and execution of remotely sensed image stream processing pipelines using
scientific workflows. Overall, our purpose is to construct a framework that is robust in
Spatio-temporal
modeling

Remote sensing
change detection
Geospatial Image
Stream Processing
Data stream
management systems

Change
characterization
Architecture
and execution model
Scientific workflows

Figure 1.2: Our overall context and main components for a Geospatial Image Stream
Processing framework, GISP, to support change analysis in remote sensing data.
terms of modeling and support for detection and visualization, as well as effectively usable
by scientists in remote sensing change detection.

1.3

Goals and contributions
The following are the main contributions of this research [133, 134].

• A novel data and metadata model for remotely sensed image streams. We
introduce a precise characterization of images and image streams in the context of
remotely sensed geospatial data. Integral to this characterization is the appropriate
handling of metadata attributes as operations are performed on the streams in a
processing system.
• A precise definition of stream operators for spatio-temporal analysis and
change detection. In the context of change analysis, a key goal in our charac-
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terization is that of providing enough generality to accommodate both the multidimensionality of typical remotely sensed imagery, as well as the various space-time
granularities associated with common change detection contexts. In this sense, we
construct a representative set of operators for spatial and temporal analyses in remotely sensed geospatial images streams focused on change detection. We include
operators for visualization of change in a streaming context, thus allowing scientists
to exploit the potential of a synergy between visualization and analytical change detection techniques.
• An integrated architecture for processing image streams. We address the
change detection problem in settings where multiple image stream sources are available, and introduce an architectural design for the processing of geospatial image
streams with a clear semantics regarding the execution of multi-source stream pipelines.
The processing topology is a directed graph where nodes represent source components,
stream operators, and sink components, and arcs represent streams, i.e., channels carrying the image fragments being processed. Furthermore, multiple instances of our
geospatial image stream processing architecture can be cascaded across multiple sites
by using open international data and interface standards [108, 122], thus allowing data
reuse, computation scalability, interoperability with other processing infrastructures,
and the facilitation of remote collaboration in a distributed scientific environment.
• A Kepler based architecture realization. A concrete implementation of the
framework is based on the Kepler scientific workflow management system [75]. Along
with the advantages such a platform offer, e.g., ease of use, integration with several other complementary tools and programming libraries, and the robustness and
maturity provided by the underlying Ptolemy II platform [57], we implement the
components of our architecture, including special extensions for the correct execution
of image stream processing pipelines under various models of computation, as well
as various visual elements for workflow execution monitoring that are particularly
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useful in data stream scenarios. The utilization of our integrated GISP framework is
illustrated with representative remote sensing applications.

1.4

Thesis structure
This dissertation is organized as follows.

• In Chapter 2, we introduce background material related to remote sensing and data
stream processing as pertinent to our overall research context as illustrated in Figure 1.2. Illustrative change detection scenarios, with varying spatio-temporal characteristics, including land cover detection, cloud tracking, and wildfire detection, are
presented. Relevant aspects from the field of data stream management systems are described, with an emphasis on contrasting the traditional focus on tuple-based streams
with the case of streams of geospatial images. Previous work in this direction, exemplified by the GeoStreams project [37], is reviewed from the perspective of our goals
in this thesis.
• Chapter 3 introduces the notation, data model, and supporting operations for remote
sensing image streams. It formally presents the concepts of images, streams, timestamps, and spatiotemporal operations on image streams. In particular, fundamental
operations for temporal analysis and visualization, and the concept of heterogeneous
coverage of a region of interest, are introduced. Related research work on data streams
and models for spatio-temporal datasets is discussed.
• Chapter 4 complements this foundation with a formalization of the concept of change
detection in streaming geospatial image data. This definition is based on the notions
of region of interest, significance, and time and space granularities. This chapter describes representative techniques for visualization of change, and presents VizStreams,
a Web application for real-time visualization of and interaction with streaming remotely sensed satellite data. Previous work related to time aspects and approaches
for scientific visualization, is also reviewed.
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• Chapter 5 presents an architectural design and a concrete implementation based on the
Kepler workflow management system to realize image stream pipelines in general,
and for temporal analysis and change detection and visualization in particular. Various semantic aspects related with the execution of image stream processing pipelines
applied on multiple sources with different arrival rates are examined, and a method
for the required synchronization is introduced. This chapter also describes the mechanisms to allow the interconnection of multiple GISP instances, as well as the utilization
of open international geospatial standards for the interoperability of our framework
with other processing infrastructures.
• Chapter 6 illustrates representative applications that demonstrate the benefits of the
constructed framework: wildfire detection, land cover change detection, and quantitative and qualitative comparisons of surface temperature measurements using both
ground- and satellite-based sensor data.
• In Chapter 7, we summarize our work and discuss directions for future research.
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Chapter 2

Background: Remote sensing and
data stream processing
This dissertation is framed in a twofold context: remote sensing change detection
and data stream processing. This chapter introduces the relevant elements from these fields,
required to pursue the GISP goal presented in Chapter 1.

2.1

Remote sensing change detection
Environmental change detection research encompasses a wide range of applications

including ecosystem processes, land cover, vegetation phenology, climate change, wildfires,
and many other phenomena. In general, remote sensing is “the science and art of obtaining
information about an object, area, or phenomenon through the analysis of data acquired by
a device that is not in contact with the object, area, or phenomenon under investigation”
[74]. Although many different disciplines (for instance, from microscopy to astronomy–
depending on how big the distance between sensors and observed targets is), would fall
under this definition, the term is in practice associated with the study of the Earth using
data sensed by airborne and spaceborne instruments. Figure 2.1 is a schematic view of the
remote sensing process in the case of satellite data.
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Figure 2.1: A schematic depiction of the remote sensing process.
What an instrument sensor captures is some form of reflected and/or emitted
energy that presumably carries information about the state or condition of the object being
observed. Electromagnetic radiation is a common form of energy used in remote sensing.
One of the most fundamental facts exploited in remote sensing is that particular properties of different materials influence their response to electromagnetic radiation.
Figure 2.2 is a standard depiction of the general electromagnetic spectrum where the wavelength interval that is commonly used in remote sensing is highlighted.
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Figure 2.2: Electromagnetic spectrum.
The particular location and spectral resolution of a sensor determine the type of
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information that can be obtained. For example, thermal infrared wavelengths are sensitive
to radiant heat so they are typically used to detect fires, while visible and near infrared
wavelengths are sensitive to vegetation so they are used to map differences in land cover.
The characteristic spectral responses of certain materials are often called spectral
signatures. Figure 2.3 shows some spectral signatures.
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Figure 2.3: Spectral signatures.
A common technique to estimate ground level properties from remotely sensed
spectra is to summarize and classify a spectral response by computing an index. One widely
used choice is the normalized difference vegetation index, NDVI. This index is computed
as a ratio involving the reflectance values at the following bands in the electromagnetic
spectrum: near-infrared (0.73-1.10 µm), and visible (0.58-0.68 µm). Letting nir and vis
denote the respective values, the index is NDVI = (nir − vis)/(nir + vis). High NDVI
values will in general correspond to vegetated areas because reflectance is higher in the
near-infrared band than in the visible one. Conversely, clouds, snow, water, and other
non-vegetated materials will give small or negative NDVI values. Normalization makes the
index relatively robust with respect to several factors including differences in surface slope
and aspect, and illumination conditions.
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2.1.1

Standard change detection procedure
A number of operational aspects are considered in change detection studies and

applications [61, 76]. A typical sequence of steps is shown in Figure 2.4.

Change detection problem definition
Data acquisition and preprocessing
Geometric correction
Radiometric correction
Change detection analysis
Accuracy assessment
Final product generation

Figure 2.4: Typical steps in change detection applications and research based on remotely
sensed data. Adapted from Lunetta [76] and Jensen [61].

• Change detection problem definition. In this step, the nature of the problem is formulated. The definition includes the specification of a geographic region of interest and a
time period. Also, the task is stated in terms of pixel-oriented or segmentation-based,
object-oriented analysis.
• Data acquisition and preprocessing. According to characteristics of the particular
change detection problem at hand, a first step is to select the appropriate multitemporal datasets. For land cover/land use studies, it is desirable to use images with
the highest quality available, with minimal or no cloud cover over the area of study.
Sub-setting (extraction of region of interest), masking, and mosaicking (combination
of multiple images into a composite one) are routine pre-processing steps as datasets
may originate from different sensors and/or under various conditions.
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• Geometric correction. The images in the available datasets usually require to be
co-registered so they are geometrically aligned, i.e., pixels are located in the same
reference system. Besides misalignments caused by relative differences in acquisition
conditions, geometric errors can arise internally in an image from several causes including Earth rotation and curvature, varying ground spatial resolution, and relief
effects.
• Radiometric correction. The influence of varying atmospheric conditions (scattering,
absorption), viewing geometry, and illumination conditions need to be considered to
counterbalance its effects. Also differences in sensor characteristics (e.g., radiometric
precision, spectral response) must be considered and rectified.
• Change detection analysis. Several approaches and methods have been proposed for
remote sensing change detection including those mentioned in this section. This topic
is examined in detail in Chapter 4.
• Accuracy assessment. Because of the inherent complexities, and in spite of the various rectification steps involved in the change detection process, errors in resulting
change maps are generally inevitable. The accuracy assessment step is intended to
complement the resulting information with accuracy and confidence estimates for a
better decision making.
We note that the change detection procedures described in the remote sensing
literature are mostly focused on land cover and land use settings.

2.1.2

Change detection scenarios
In this section, we briefly describe some illustrative change detection settings with

varying spatio-temporal characteristics. Although we do mention certain technical details
in some of the approaches, our main purpose is to offer a general picture of the algorithmic
elements that can be found in current methods, rather than to be systematic. At the end
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of each example, we include some additional notes regarding the specific approach towards
a more general scope at both the detection and visualization aspects.
Land cover/land use
Land cover and land use changes are among the most significant agents impacting
the dynamics of environmental and ecological systems [21, 35, 61]. Land cover refers to the
biophysical attributes of a given region on the Earth (e.g., water, vegetation, urban settlement), and land use refers to the associated purpose of that region by human communities
(e.g., recreation, housing, agriculture) [68].
There are two main types of land cover changes [162]. Conversion changes are
those in which a given area of analysis is recognized as two different coverage classes at two
different dates; for example, from forest to agricultural area. A second type of change is
transformation within the same main classification; for example, a variation in percentage
of tree canopy coverage in an area labeled as forest. The majority of land cover change
detection studies are concerned with conversion changes.
One crucial type of land coverage is vegetation. Although mapping changes of specific types of vegetation (e.g., grasslands, croplands, forest, shrublands, and their subtypes)
is certainly of wide interest, for our example, we choose the not less important setting in
which the target is the vegetation coverage itself, regardless of specific type. As an example,
Figure 2.5 shows a time series of vegetation maps for North America in 2003. The maps are
generated from the Advanced Very High Resolution Radiometer (AVHRR) satellite sensor
and are based on the normalized difference vegetation index, NDVI. Typical issues related
to calibration, aerosols, viewing geometry, and others, which are compounded as the period
of analysis increases, need to be considered for an adequate NDVI record over extended
areas [149].
Although abrupt changes may occasionally occur (e.g., due to wildfires), land cover
or land use are considered to be instances of slow variation in general. In fact, many studies
are applied on datasets that are months or years apart. In our illustrative example, the
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(a) January

(b) March

(c) May

(d) July

(e) September

(f) November

Figure 2.5: North America NDVI-based vegetation map for six 2-week periods in 2003.
Each map is a composite for the first 15 days of the corresponding month. Green pixels
correspond to vegetated areas with darker green for higher index values. Advanced Very
High Resolution Radiometer (AVHRR) satellite sensor data was used to generate these
maps [149].
NDVI maps intend to highlight the expected seasonal pattern within one year. However,
similar mappings on the same anniversary date and covering several years have also been
created to reveal interesting long-term changes. Besides the fact that images correspond to
different moments in time, we note that time is not generally used as an explicit variable
for land cover and land use change analyses.
Cloud detection and tracking
The role of clouds is an important concern in environmental and meteorological
research. In climatology, for instance, the interaction between clouds and climate, along
with a better understanding of the associated physical processes, is the subject of active
research [83, 90, 135]. In contrast, some remote sensing applications demand cloudy areas
to be avoided, or somehow cleared, to obtain accurate measurements of target variables
(CO, CH4 , among others). In most related scenarios, however, cloud detection and tracking
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are a necessary first step.
Although elaborated techniques based on multi-spectral information and knowledge of the involved physical properties do exist for cloud detection and tracking [29, 60, 85],
for the sake of introductory convenience, we confine our description to a representative
method based on image processing techniques applied on a sequence of single-valued images. Typically, infrared (IR) images are used [26, 43, 80, 85, 88, 151]. Clouds generate
high IR reflectance values (in general, the higher the IR value, the “colder” the pixel), and
the analysis attempts to determine a match of similar cloud masses in a temporal image
sequence.
Mandal et al. [80], for example, use spatial clustering on each image in the sequence
as a basis to estimate the displacement between similar cloudy regions across time. The
result of this algorithm is a set of cloud motion vectors (CMV) that describe the cloud
dynamics. Figure 2.6 shows part of the proposed method. First, a segmentation procedure

(a)

(b)

(c)

Figure 2.6: Part of the method by Mandal et al. [80] to obtain cloud tracer candidates.
(a) at , one of the original images in the temporal sequence. (b) Clustering resulting from
the k-means algorithm applied on the set of feature images ft ; pixels in each cluster are
painted with the same gray level. (c) Coldest clusters (drawn inverted).
is applied on each image at in the temporal sequence. For each pixel location (x, y) in
at , a feature vector ft (x, y) is computed using the 8 immediate neighbors of (x, y). The
feature vector contains the mean, standard deviation, and entropy of the pixel values in
the neighborhood. The set of all feature vectors obtained from at are input to a k-means
algorithm [30, 87] that generates a segmentation of the image into k clusters. In part (b) of
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the figure, pixels belonging to the same cluster are painted with the same gray level, which
is the average of the pixel values within the cluster. Pixels with the greatest IR values,
which correspond to the coldest regions, are shown in part (c). After segmentation, an
analysis of the resulting regions follows. A region is defined as a set of connected pixels in
the same cluster. By applying a set of heuristic rules, some regions are discarded because
they are too small, are located close to the boundaries of the image, or have big holes. Each
of the remaining regions is then characterized by a number of attributes including centroid
coordinates of the region’s bounding box, average of pixel values, ratio of major axis by
minor axis, and area in pixels of the region. Next step is to obtain a one-to-one region
correspondence between the two consecutive images at and at+1 . This step is formulated
as an optimization problem in which the cost is defined as a function of the differences
between the corresponding attributes in matched regions. A simulated annealing algorithm
is applied to find a solution with a minimum cost. A similar procedure is performed between
images at+1 and at+2 . Each region that is linked from image at , to at+1 , and finally to at+2
becomes a cloud tracer candidate. The final step in the algorithm is to find the best cloud
tracers from the set of candidates. This decision is done via fuzzy reasoning on shape and
size attributes of the corresponding cloud tracers. Final CMVs are computed as the average
of the two displacement vectors corresponding to the best tracers.
Because of the very nature of this scenario, methods for cloud detection and tracking often have an explicit time dependency; in particular, the sampling period must be
known to be able to make CMV velocity estimations. This situation contrasts to the land
cover/land use scenario described above, in which time does not play a direct role in the
detection mechanism.
Wildfire detection
The impact of wildfires on human societies and the environment is immense. Every
year, for example, several thousands of fires burn millions of acres of land in the United
States, with costs often exceeding one billion dollars only for suppression [99].
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Figure 2.7 shows two satellite images of the Topanga wildfire occurred in September
2005 in Southern California, which burned more than 25,000 acres. The images originate

(a) MODIS, 09/29/05, 18:35 UTC

(b) GOES, 09/30/05, 00:00 UTC

Figure 2.7: Satellite images of Topanga wildfire in California, September 2005. (a) RGB
composite using MODIS channels 22, 3, and 31. (b) RGB composite using GOES channels
2, 1, and 4 are used for RGB composite. (From [89].)
from the Moderate Resolution Imaging Spectroradiometer (MODIS) instrument in NASA’s
Terra satellite, and the Imager instrument in one of NOAA’s Geostationary Operational
Environmental Satellites (GOES).
For an adequate response to wildfires, Klaver et al. [67] describe a “fire analysis
cycle,” in which, besides pre-estimation of fire risk and post-fire assessments, also early
detection and monitoring of active fires are important tasks. Remote sensing data can be
used in all cases, even from sensors that were not originally designed for fire analysis. Elvidge
et al. [32], for example, evaluated the utilization of data from three meteorological satellites –
GOES, AVHRR, and the Defense Meteorological Satellite Program Optical Linescan System
(DMSP-OLS) sensor– for wildfire detection. Thanks to the distinctiveness of the spectral
signatures of fires, the relative coarse spatial resolution of these sensors is not, in principle,
an obstacle for fire detection.1 Moreover, these sensors bring advantages in terms of low
cost and low data volume [32].
1

In a similar way, volcanic hotspots can also be detected from infrared radiance [34, 159, 160].
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Wildfire detection in remote sensing data is usually performed at the pixel level.
Standard methods, generally developed for particular satellites/sensors, include: GOES Automated Biomass Burning Algorithm, WF ABBA [19]; AVHRR Fire Identification, Mapping and Monitoring Algorithm, FIMMA [100]; and MODIS Fire [39, 66]. The important
requirement of prompt report of positive fire detection makes GOES, despite its coarser
spatial resolution, a significant option because of its higher scan rate of the same area as
compared to orbiting satellites. GOES WF ABBA algorithm is run every half hour with
results made available within the next hour [156]. Although special schedule routines can
be dictated by certain weather agencies to increase the GOES sampling rate on particular
sectors (from 15-minute to 5-minute scan intervals), plans are underway to further improve
the response turnaround time [33].
In some settings it is possible to speed up the overall process with current technology [37]. Instead of waiting for complete sectors to finish (as is the case in the WF ABBA
strategy), each pixel can be processed immediately upon arrival. This thesis is about exploiting the possibilities in this case.
By comparing consecutive daily AVHRR images –accurately co-registered (Section
2.1.1)–, Pu et al. [125] describe an algorithm based on fire dynamics and NDVI calculations
to detect active fires and map burn scars at a daily scale. Li et al. [72] use a statistical model
to segment burn areas and smoke regions in an unsupervised way, and Li et al. [71] propose
an algorithm for wildfire detection in multispectral data that uses a multivariate distance
requiring the determination of a single threshold in contrast to other methods based on
contextual information that require multiple thresholds.
In the approach by Li et al. [71], an image a is assumed to be the additive outcome
of three components at each pixel location x:

a(x) = b(x) + µf (x) + n(x)

where b, f , and n are the background, fire, and noise signals, respectively, and µ is a
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constant that determines one of the two possible hypotheses: H0 , “x is a non-fire pixel,” so
µ = 0; and H1 , “x is a fire pixel,” 0 < µ ≤ 1. The probability that a pixel x in image a is
not “on fire” is denoted p(a(x)|H0 ). By using a spatial filtering technique to estimate the
background signal b, the authors obtain a residual image r(x) = a(x)−b(x) = µf (x)+n(x)
that can be modeled as a multivariate Gaussian process, and thus the probability of the H0
hypothesis on pixel x can be expressed as follows:
−b/2

p(a(x)|H0 ) = p(r(x)|H0 ) = (2π)

−1/2

|Σ|




1
T −1
exp − r(x) Σ r(x)
2

where b is the number of selected features, and Σ is the covariance matrix of the noise,
estimated from the residual image as Σ = E[r(x) r(x)T ]. Features to be selected are the
relevant fire-related bands as well as transformations from the sensor at hand. In the paper,
14 bands in the 3.66 to 14 µm spectrum region are chosen from the MODIS instrument,
together with the normalized thermal index, calculated as NTI = (mwir − lwir)/(mwir +
lwir), where mwir and lwir are the radiances at the midwave infrared (3.93-3.98 µm) and
longwave infrared (11.77-12.27 µm) bands, respectively.
Under a maximum likelihood scheme, the frequently used term r(x)T Σ−1 r(x),
called the Mahalanobis distance [30], is used as the discriminant function:

d(x) ≡ r(x)T Σ−1 r(x)




< D, then x is a background pixel


≥ D, then x is a fire pixel

where D is a sensor-dependent threshold manually determined from training images.
Note that time dependencies are not included in the method by Li et al. [71];
once a discrimination threshold is estimated for a suitable sensor, each image is analyzed
in isolation. This is a common characteristic in other approaches as well. An alternative
or complementary approach is to address the problem of fire identification as a change
detection in time. In principle, this would require an adequate sampling rate to presumably
keep the statistics of the background pixels relatively accurate and more localized.
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Visualization of detected fires in remotely sensed imagery is usually based on
focusing and highlighting the location of the fire pixels as shown in Figure 2.7. For long-term
fire pattern analysis, animations of several such maps are frequently used [91]. Techniques
for visualizing the smoke produced by wildfires are similar to those used for cloud detection
and tracking.2

2.2

Data stream processing
From several theoretical and practical perspectives, research involving data stream

processing has been the subject of a sizable amount of effort for decades. Signal processing
systems, reactive systems, embedded systems, dataflow systems, and video systems are
among the many disparate examples that deal with some form of data stream processing
[143].
In the database community, however, interest in data streams has recently emerged,
giving rise to a field called data stream management systems, DSMS [7, 16, 24, 41, 144].
Although this interest has been mainly driven by applications in the context of tuple-based
streams, several aspects addressed in DSMSs are particularly pertinent to our work. The
first part of this section is a brief introduction to the field of DSMS in general with an
emphasis on these aspects. A second part describes GeoStreams, a project developed by
the Database and Information Systems Group at the University of California at Davis, to
adapt several elements from DSMS for the case of geospatial image streams.

2.2.1

Data stream management systems
In DSMSs, a data stream is in general a potentially unbounded sequence of times-

tamped data items. Timestamps may be explicit when assigned externally, typically by the
originator or generator of the stream items; or implicit when assigned by the processing
system upon arrival. In the case of explicit timestamps, the items may arrive in order or
2

Although not directly related to this work, we note that sophisticated visualization techniques are of
particular interest in the context of wildfire simulations; see, e.g., [4, 81].
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out of order. Streams operators may be blocking or non-blocking depending on whether
or not they require the whole stream to be seen before producing a result. For example, a
projection operation, which discards a subset of the attributes in the tuple stream, is nonblocking, while an average operation, which calculates the average of a given value attribute,
is blocking. Heartbeats and punctuations are some of the mechanisms that have been implemented to deal with out-of-order streams as well as blocking operators [63, 142, 150].
A punctuation is a predicate embedded in a stream asserting that some property will be
satisfied for all items coming after the punctuation. Heartbeats are a special case of punctuation with a predicate over timestamps, for example, stating that all upcoming items in
the stream will have a timestamp greater than a certain value.
Queries over data streams
Queries over data streams contrast with those over traditional tables in that they
are to be evaluated continuously as data items from the streams are received. In fact, a
common way to summarize these contrasting characteristics is by saying that while traditional DBMSs deal with persistent data and transient queries, DSMSs deal with transient
data and persistent queries [7, 40]. In a DSMS, the result of a continuous query is often
itself a stream, although it can also be of a more static nature (e.g., a relational table).
Various approaches have been proposed for users to formulate queries in DSMS systems. In some systems, e.g., STREAM [6, 7], Gigascope [24], TelegraphCQ [15], NiagaraCQ
[17], and Nile [45], queries are formulated declaratively, often with SQL-like constructs. For
a representative example in this category, consider CQL [6], the continuous query language
used in STREAM. Assume a stream Vehicle, with schema Vehicle(ID,speed,position),
which aggregates the current speed and position of all vehicles in a certain highway system
(each vehicle reports its speed and position periodically). The following CQL query:
SELECT Istream(*)
FROM Vehicle [Range Unbounded]
WHERE speed > MAX
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generates a filtered stream of the vehicle reports satisfying the shown condition. Both
streams and standard relational tables are handled in STREAM. Assuming also a relation
VehicleOwner with schema VehicleOwner(vehicleID,ownerID), a stream-relation join
query, which can be expressed in CQL as follows:
SELECT Rstream(Vehicle.ID, Vehicle.speed, VehicleOwner.ownerID)
FROM Vehicle [Now], VehicleOwner
WHERE Vehicle.speed > MAX AND Vehicle.ID = VehicleOwner.vehicleID
generates a similar stream with the corresponding vehicle owner ID appended. Rstream(R)
and Istream(R) are two of the relation-to-stream operators defined in CQL. Rstream(R)
(for “relation stream”) gives a stream of the items contained in R at time τ . Istream(R)
(for “increment stream”) gives a stream of the tuples contained in R at time τ but not at
time τ − 1 [6].
In other DSMS systems, queries are specified more procedurally by explicitly connecting operators using an graphical user interface. A representative example in this category is the Aurora system [1]. See Figure 2.8. Users drag an drop operators from a pallete
and then establish connections between them to define an Aurora processing network. The
interface also includes monitoring components to inspect the state of the tuple queues, and
also pause controls and performance monitoring. Upon execution, the query “plan” initially
specified by the user on the graphical interface, may be continuously optimized according
to statistics gathered at run-time, which include the average cost of operator execution and
operator selectivity (i.e., the expected number of output tuples per input tuple). Working on local subgraphs of the processing network, the Aurora optimizer applies a number of
strategies. Namely, it will: 1) insert projections as early as possible in the subgraph depending on which tuple attributes are actually used downstream; 2) combine operators when
possible to reduce execution cost; and 3) reverse the order of two commutative operators
to reduce execution cost.
As we shall see, systems like Aurora [1] and Borealis [2] (an Aurora extension to
support distributed environments), have characteristics that we also develop in this thesis
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Figure 2.8: Aurora graphical user interface. (Taken from [1].)
in the context of geospatial image streams and the interconnection of multiple image stream
pipelines.
Sliding windows
Given the potentially unbounded size of streams, only some amount of recent data
(and perhaps some summary about older data) can in general be maintained by a data
stream management system. While some operators are stateless and thus do not require
the maintenance of any ancillary data, others will certainly require such a window of recent
data to perform its computation, e.g., some form of aggregation [70, 79]. So, mechanisms
for specifying windows across time are typically provided by DSMSs, including count- and
time-based specifications. Using the former, the user indicates the number of most recent
stream items to be kept in the window. The latter applies on the associated (implicit or
explicit) timestamps, such that items within a given time interval are kept in the window.
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2.2.2

The GeoStreams project
The goal of the GeoStreams project, developed by the Database and Information

Systems Group at UC Davis, is to adapt and advance DSMS techniques with a particular
focus on adaptive query processing for remotely sensed geospatial image data [48, 50, 164,
165].
A departing point in GeoStreams, with respect to standard DSMS, stems from
the characteristic nature of the stream items and the kind of operations typically required by
remote sensing applications. First, standard DSMS systems deal with tuple-based streams
and relational-based operators; in fact many propose a form of extension to the relational
model. On the other hand, remote sensing streams are comprised of geo-referenced images,
each corresponding to a measurement of certain properties observed over a spatial extent on
the Earth’s surface. Secondly, the diverse geographic coverage patterns followed by airborne
and spacecraft sensors, along with the mentioned spatio-temporal nature of the items in a
stream, imply more complex operations than the traditional ones in relational-based stream
systems.
In the context of GeoStreams, Gertz et al. [38] present a data and query model
as a basis to formulate and process continuous queries over streaming geospatial image data.
An image stream is modeled as a function G from a topological space X × T to a value set
V, that is G : X × T → V, where the sets X and T make up the spatio-temporal domain of
the stream. The image a at time t in a stream G is defined as the slice of G at time t, that
is, the subset a ⊂ G where all points have a time component equal to t. Three classes of
operators, namely stream restrictions, transforms, and compositions, allow the formulation
of queries to (1) select image data of interest based on its spatio-temporal properties, such
as spatial regions of interest and time intervals, (2) perform different types of neighborhood
operations and spatial transforms on image data, and (3) combine image data from different
streams.
Aggregates over spatio-temporal intervals in image streams are addressed in [164,
165] in the context of streaming raster image data where the spatial extents and location
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of individual images vary over time. Under this situation, the computation of an aggregate
query over a given region may require a multi-valued answer to more meaningfully reflect
the partial coverage of the region by the images in the stream.
Query processing techniques especially focused on spatial restrictions are presented
in [48, 49, 50]. A spatial restriction query is one that restricts the images in a stream to a
given region of interest (i.e., the images in the resulting stream are contained in the given
region). As multiple region queries may be active in the system, Hart et al. [50] describe
an indexing structure, the dynamic cascade tree, (DCT), that efficiently obtains all current
region queries that are effected by each incoming image in a stream. The design of this
structure takes advantage of the close spatial and temporal proximity that is characteristic
for contiguous images coming from a single remote sensor. For multiple queries involving
region restrictions along with computation of derived streams (also from a single remote
sensor), Hart and Gertz [49] present a system implemented as a set of GRASS3 and operating
system commands, which are coordinated by a “makefile” specification as the query plan
executor.
GOES satellite data
As a primary data source, the GeoStreams system directly receives and uses realtime geospatial data streams from the GOES-West satellite, one of NOAA’s Geostationary
Operational Environmental Satellites [101]. GOES data provides a real-world testbed for
the prototyping and evaluation of the various techniques developed in the project. The
Imager instrument in the GOES satellite generates and transmits raw data at 2.1 Mbps,
carrying sensed radiant and solar-reflected energy data for five channels with various spatial
resolutions and spectral responses [42]. For instance, visible (0.52-0.75 µm) channel data is
generated at 1×1 km spatial resolution (at nadir, the point on Earth under the satellite) and
at a rate of about 190KB/sec, taking about 26 minutes to scan the 22, 600 × 10, 900-pixel
scene for the full field of view of the satellite. Figure 2.9 is the result of mosaicking all the
3

Geographic Resources Analysis Support System [96].
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row fragments obtained during a full disk scan.

Figure 2.9: Full disk composite image of GOES-West visible channel. (From [102].)
Although also originating in GeoStreams and sharing several of the basic approaches and concepts, the work described in this dissertation, and previously in [133, 134],
has a distinctive focus on properly characterizing stream operators for change analysis and
providing a scientist-oriented framework for designing and executing change detection and
visualization workflows.
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Chapter 3

A data model for remote sensing
image streams
In this chapter we construct the foundation of the thesis. This foundation consists
in establishing the notation, terminology, and data model to describe remotely sensed image
streams, along with the operations that will be the basis for modeling change, change
detection, and change visualization in Chapter 4, and designing an architecture for image
stream processing in Chapter 5.

3.1

Introduction
As we have seen in chapters 1 and 2, change and change detection are concepts with

multiple connotations; in fact, to be able to give a precise meaning to these terms, an exact
description of the particular application at hand is required. In this sense, a main goal in
this research is to construct an unambiguous characterization of environmental change and
change detection, general enough as to accommodate a variety of typical settings at different
spatio-temporal scales. In the concrete context of remotely sensed geospatial image data,
we introduce the concepts of images, streams, timestamps, stream metadata, and spatiotemporal operations on image streams, in particular, fundamental operations for temporal
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analysis and visualization. The concepts and notational elements introduced in this chapter
will consistently be used throughout the thesis.

3.2

Image and image streams
Central to our data model are the concepts of geospatial images and streams of

geospatial images. With some important modifications and additions, we adapt elements
from Ritter and Wilson’s image algebra [128] to introduce a concrete characterization of
images, images streams, and operations for supporting temporal analysis in streaming, remotely sensed geospatial data [133, 134]. For convenience, a selection of important concepts
and notational conventions are summarized in Appendix A.

3.2.1

Images
In general, a remotely sensed image is usually captured in a rectangular array of

digital values. Such an arrangement of data is commonly referred to as a raster image.
The geographic location and spatial extension of each cell in the array are determined by
information associated with the image as a whole.
More formally, in what follows, we introduce our basic definition and then describe
the pertinent elements associated with images in remote sensing.
Definition 3.1 (Image). An image a is a function a : X → F from some point set X
to some value set F. Each element (x, a(x)) ∈ a is called a pixel, where x is its location
and a(x) its value. The spatial domain X and the set of values of the image are denoted
domain(a) and range(a) ≡ {a(x) : x ∈ X}, respectively. We say a is an F-valued image on
X. The set of all images from X to F is denoted FX .
Point sets
A point set is a set of points together with an associated topology that provides for
notions like nearness, connectivity, and neighborhood. In general, our model is applicable
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to point sets that are continuous 2-dimensional topological spaces, e.g., subsets of R2 .
In practice, however, point sets are usually regularly-spaced lattices in R2 , i.e.,
they can concisely be represented with sets of the form Zm × Zn = {(x, y) ∈ Z2 : 0 ≤ x <
n, 0 ≤ y < m} for some integers m and n where Zn ≡ {0, 1, . . . , n − 1}. We refer to these
sets as raster point sets and to the associated images as raster images. We will opportunely
introduce image operations that deal with this particular raster case.
Figure 3.1 illustrates the topology of raster images. In practice, each pixel is
associated with a certain region in a continuous space; the figure also shows two of the most
common mappings in remotely sensed imagery.
0
1
2
..
.
m-1
y

0 1 2

···

n-1 x

(a)

(b)

(c)

Figure 3.1: Topology for raster images and two common mappings to corresponding continuous regions in Euclidean space. (a) Raster topology is given by point sets of the form
Zm × Zn . (b) Pixel points correspond to the center of rectangular regions. (c) Pixel points
correspond to the upper left corner of rectangular regions.
In general, the process of assigning specific geographic locations to the pixels in
an image is called georeferencing. Conceptually, the georeferencing process can be denoted
by a function of the form g : X → R2 , where X ⊆ R2 . For each element in a point set to be
fully geographically meaningful, an associated coordinate reference system, CRS, is required.
Common CRSs are the latitude/longitude and the Universal Transverse Mercator (UTM)
reference systems. Usually, the process involves especially designed conversion operations
according to sensor location, viewing geometry and other properties of the instrument.
Often, raw datasets are first reprojected (Section 3.3.1) so georeferencing can be computed
in a simpler, faster way.
In the case of raster point sets, the georeferencing process can be denoted by a
2

function of the form g : Zm × Zn → 2R , which takes an element from a raster point set
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and gives a contiguous region in 2D space. A simple scheme, illustrated in Figure 3.2, uses
x0 + z · s
z

gP

gP (z)
x0 + (z + 1) · s

Raster point set

2D Euclidean point set

Figure 3.2: Georeferencing operation applied on one pixel.
a tuple of parameters P ≡ (x0 , s), and defines the georeferencing function gP as follows:


gP (z) ≡ x ∈ R2 : z · s ≤ x − x0 < (z + 1) · s

(3.1)

where x0 ∈ R2 is the geographic location of the upper left corner of the area represented by
the raster point set Zm × Zn , 1 ≡ (1, 1), and s ∈ R2 is the associated spatial resolution, i.e.,
the geographic size of the pixel. The spatial resolution of some satellite sensors are included
in Table 3.1 (other attributes are discussed in Section 3.2.3).
Instrument
Landsat TM
Landsat ETM+
QuickBird
IKONOS
MODIS
ASTER
SeaWiFS
AVHRR
GOES Imager

Bands
7
8
5
5
36
14
8
5
5

Spatial resolution
30×30 m, 120×120 m
60×60 m, 30×30 m, 15×15 m
2.44×2.44 m, 0.61×0.61 m
4×4 m, 1×1 m
1×1 km, 250×250 m, 500×500 m;
90×90 m, 30×30 m, 15×15 m
1.13×1.13 km
1.1×1.1 km
8×8 km, 4×4 km, 1×1 km

Temporal resolution
16 days
16 days
1–5 days
<3 days
1–2 days
1–2 days
1 day
1/2 day
5 min–3 hour

Table 3.1: Basic characteristics of some standard spaceborne sensor instruments [61, 64,
92, 93, 94, 101, 152].

Value sets
A value set is an algebraic system, that is, a set together with a finite number
of operations. Typical value sets are: Z, the integers; Zn ≡ {0, 1, . . . , n − 1}, the first n
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non-negative integers; R, the real numbers; and Z2k , the binary numbers of fixed length k.
Since many remote sensors are able to measure radiance at multiple spectral bands, thus
generating multi-spectral images, vectors of the above types are also common value sets,
e.g., Zb , where b is the number of bands.
Because of possible errors in acquisition, transmission, or others, it is common
practice to specify a special value to represent missing or potentially erroneous data. Consequently, all value sets in this thesis are assumed to be implicitly augmented with this
special element, denoted ⊥. In the context of operations on images (Section 3.3), this
symbol will also be used to represent undefined results.
As a convenience for the definition of various image operations, given a value k in a
value set F and a point set X, we write kX to denote the (constant) image {(x, k) : x ∈ X}.
Timestamps
Remotely-sensed images are timestamped according to the time of acquisition. We
write τ (a) to denote the timestamp associated with an image a. The timestamp concept
assumes either that each image is captured instantly or that differences in time of acquisition
across pixels in the same image are negligible. Timestamps assigned by particular sensors
may obey different criteria, e.g., different units, precision, and/or different time references.
In this work, we abstract from these differences and model timestamps as belonging to a
global time reference, τ ∈ R, so all images can be compared in terms of time of acquisition.

3.2.2

Image streams

Definition 3.2 (Image stream). Let U and F be a point set and a value set, respectively. An image stream over U and F is an unbounded, timestamp-ordered sequence of
F-valued images coming from a certain sensor or operator, α ≡ ha1 , a2 , . . . , at , . . .i, where
domain(at ) ⊆ U for each image at in α. We refer to U as the field of view of the stream,
also denoted FV(α). Note that, by definition, at |U = at .
We use the notation α ≡ h. . . , ai to explicitly denote the current image a in a
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stream α, i.e., the image with the timestamp that is currently the largest. As is explained
later on, we will often simply write α in the context of a stream operation to indicate that
the operation is actually applied on the current image in the stream.
Figure 3.3 depicts an image stream over a point set U within our spatio-temporal
reference system. The spatial domains of the images are represented by vertical line segments (as a convenient simplification of a possibly multi-dimensional spatial domain). Notice that the spatial domain of an image is not necessarily a connected set and that images
in a stream may be irregularly timestamped.
x
a4

a2

a5

a6

a1

···

U
a3

τ1

τ2 τ3

τ4

τ5 τ6

τ

Figure 3.3: Example of an image stream over a field of view U.

Region of interest coverage
Since remote sensing change detection problems are usually formulated with respect to certain regions of interest, it is important to examine how a given spatial region
could be covered by remotely sensed images. Consider a field of view U, a region of interest
R ⊆ U, and one or more image streams over U, as shown in Figure 3.4. Some possible, non-mutually exclusive cases of coverage patterns of R are: (a) always full coverage,
(b) irregular, (c) incremental, and (d) overlapping coverage in the case of multiple stream
sources.
We say a stream α is homogeneous with respect to a region of interest R if R ⊆
domain(a) for all images a in α. Otherwise, we say the stream is heterogeneous. For
example, the stream in Figure 3.4(a) is homogeneous but the others are heterogeneous with
respect to R. Commonly, satellite streams are heterogeneous with respect to a given region
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Figure 3.4: Possible cases of different streams covering a particular spatial region R:
(a) always full coverage; (b) irregular coverage; (c) incremental coverage; (d) overlapping
coverage by streams from two sources (represented with different colors).
of interest. For example, several satellite instruments follow a row-by-row, incremental
coverage pattern similar to that shown in Figure 3.4(c) (e.g., GOES Imager). However,
as we shall discuss, a simpler characterization of stream operations makes homogeneity a
desirable condition.
As we already mentioned, single image timestamping is a convenient simplification in many remote sensing applications in spite of the fact that actual image acquisition
might have taken a certain elapsed time. This is a reasonable approach especially when
the resulting coarser sampling period is still small enough to reflect the dynamics of the
phenomenon under consideration. Our focus is on performing some immediate processing
on partially obtained images to accelerate the change detection response as it may be potentially beneficial in time-critical applications. Hence, we consider the heterogeneous case
as the basis for our general setting in the context of streaming change detection.
Region of Interest Status Image. It is often necessary to refer to the current state
of a full region of interest at any time even in the case of heterogeneous coverage. For
visualization purposes, for instance, just displaying the current image (fragment) in the
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stream at a time would be very limited, especially if such fragments are significantly small
in relation to the region. Moreover, many spatial analysis operations often operate on
complete region of interest images. In Section 3.3, we introduce the stream spatial extension
as a basis for handling these cases.

3.2.3

Stream metadata
A set of metadata attributes needs to be associated with each image stream, thus

permitting a management system to properly support a variety of processing and query
requirements. Metadata attributes are used and processed so that appropriate transformations are propagated across the operators in the system and the resulting attributes
are associated with the derived image streams. Typical attributes for an image stream α
include:
• CRS(α), the coordinate reference system associated with the images in the stream.
• FV(α), field of view of the stream;
• VS(α), value set associated with the images;
• NB(α), number of bands of the images (i.e., the value set has the form GNB for some
set G);
• SR(α), spatial resolution, i.e., the size of the pixel in terms of the corresponding
coordinate reference space; and
• TR(α), temporal resolution, i.e., the period of time between two consecutive scans of
the same geographic area.
Table 3.1 on page 31 includes values for NB, SR, and TR in representative satellite sensors.
Although most of this metadata is available explicitly along with the corresponding
source image streams, some convenience rules can be applied in cases of missing information.
By default, attributes CRS, SR, and TR will be given a special value “unspecified”. Based on
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the first non-empty image a in the stream α, the following rules can be applied for other
missing attributes:
• FV(α) is inferred as the infinite point set associated with domain(a). Typically, FV ←
Z2 for raster images.
• VS(α) is inferred from any element in range(a). The base value set will be the infinite
set associated with the base set of the element, and NB(α) is simply the number of
bands.
Except for the field of view and temporal resolution attributes, which are basically
for streams, for convenience we will also use the same metadata notation above for individual
images; for instance, SR(a), will denote the spatial resolution of an image a.

3.3

Operations on image streams
We primarily classify the operators in our framework according to their cardinality

in terms of the main operated streams. Possible parameters are not considered for determining the cardinality of an operator. Parameters are commonly scalars, point sets, value
sets, and images. Regardless of arity, any operation involving a ⊥ operand will in general
produce the ⊥ result.
In the following, we introduce operations pertinent to change detection and visualization. We start with some basic operations and terminology. Then, we introduce more
advanced operations for temporal analysis. For a more general treatment, the interested
reader is referred to [38, 128].

3.3.1

Basic unary operations
A unary operator produces an image for each input image. The spatial domain of

the operated image may or may not be altered. We say an operator op is domain preserving
if and only if domain(op(a)) = domain(a). In general, unary operations on images are
extended to streams by applying the operation to the current image of the stream.
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Value operations
Typically, unary operations associated with a value set F induce corresponding
unary operations on F-valued images and streams. For example, given an image a ∈ RX ,
the image with the absolute values of the pixels in a is given by |a| ≡ {(x, |a(x)|) : x ∈ X}.
Similarly, given a scalar h ∈ R, we define the thresholding operation as the binary image
χ≥h (a) ≡ {(x, 1) : a(x) ≥ h} ∪ {(x, 0) : a(x) < h}. In general, unary value operations are
domain preserving.
Given a function f : F → G, with F and G value sets, a value transform of an image
a, denoted f ◦ a ≡ {(x, f (a(x))) : x ∈ X}, changes an image in FX to an image in GX . For
example, the conversion of an RGB color image in (Z3 )X into a gray-scale image in ZX can
be given by a function f : Z3 → Z, frequently defined as f (r, g, b) ≡ ⌊.3r + .58g + .11b⌋. This
is an example of a pointwise value transform. Other value transforms require more complex
spatial operations. Examples include edge detection, contrast stretch, and spatial filtering.
Often, a block of source points around a point is used to compute the corresponding point
value in the resulting image. For example, the standard neighborhood function N : Z2 →
2

2Z , defined as N (x, y) ≡ {(x, y), (x − 1, y), (x, y − 1), (x + 1, y), (x, y + 1)}, is commonly
P
2
used for the smoothing of a raster image a ∈ RZ as follows: b(x) = 51 y∈N (x) a(y).
Spatial restrictions
The subsetting (or domain restriction) of an image a ∈ FX to a point set R ⊆ X,
denoted a|R , is defined as the function {(x, a(x)) : x ∈ R} ∈ FR . As illustrated in
Figure 3.5, this operation is extended to streams as α|R ≡ h. . . , a|R i. In the example, note
that the image at τ1 in α|R is empty (not shown).
Other restrictions can be determined by predicates over the values of the images
in a stream. For example, an alternate definition of the thresholding operation above can
be expressed as a|≥h ≡ {(x, a(x)) : a(x) ≥ h}. In this case, the operation is not necessarily
domain preserving. In general, for a unary predicate (function) p : F → {0, 1} over image
values, its extension to F-valued streams can be expressed as α|p ≡ h. . . , a|p i.
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Figure 3.5: Example of a stream spatial restriction.
Spatial transform
Frequently, the reference space associated with the images in a stream (e.g., native sensor coordinates) may be different from the reference space (e.g., latitude-longitude
or Universal Transverse Mercator) required by a particular application. Thus, spatial transforms or reprojections are required. Assume a function f : U → V that transforms each
point in U to a point in V, where U and V are point sets in the corresponding reference
spaces. Consider an image a ∈ FX , X ⊆ U, and let Y = {f (x) : x ∈ X}. As shown in
Figure 3.6, the reprojected image of a is b = {(f (x), a(x)) : x ∈ X} ∈ FY . Often, also,
the reprojection is required only on a specific region of interest R ⊆ V. That is, we want
to compute b|R . If the full reprojection of a is relatively larger than R, then significant
computation can be saved by using the inverse transform g = f −1 : V → U instead of f ,
and then computing the restricted reprojection as b|R = a ◦ g = {(r, a(g(r))) : r ∈ R}.

3.3.2

Basic binary operations
A binary operation on images a ∈ FX and b ∈ GY requires the operands to be

compatible, which involves two conditions: 1) CRS(a) = CRS(b), i.e., the point sets of the
images are associated with the same coordinate reference system; and 2) the value sets of
the images in both streams are the same, F = G.
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Figure 3.6: Reprojection.
Value operations
A binary operation γ associated with a value set F induces the corresponding
binary operations on F-valued images and streams. For images, the operation is defined as
a γ b ≡ {(z, a(z) γ b(z)) : z ∈ X ∩ Y}, where a ∈ FX and b ∈ FY . (Note that we do
not require the operated images to have the same domain; in particular, a γ b = ∅ if the
image domains do not intersect.) For example, the binary addition of real-valued images a
and b is a + b ≡ {(z, a(z) + b(z)) : z ∈ X ∩ Y}, where a ∈ RX and b ∈ RY . If a binary
operation γ over a value set F is associative and commutative, then the associated global
reduce operation Γ : FX → F on an image a ∈ FX , where X = {x1 , x2 , . . . , xm } is a finite
point set, is defined as Γa ≡ Γx∈X a(x) = a(x1 ) γ a(x2 ) γ · · · γ a(xm ) ∈ F. For example,
P
using , the global reduce operation associated with +, the pixel value average of an image
1 P
1 P
a= m
a ∈ RX can be expressed as m
x∈X a(x).

In the context of streams, say α ≡ h. . . , ai and β ≡ h. . . , bi, the binary stream

operator γ operates on the current images a and b of the input streams such that the
current image in α γ β is given by a γ b. Since this requires compatibility between the
current images, we also speak in terms of stream compatibility to perform binary operations.
(Note that this compatibility does not force any condition on the timestamps of the current
images. Time considerations in this sense are discussed in chapters 4 and 5.) As an example,
the addition of two (compatible) streams α ≡ h. . . , ai and β ≡ h. . . , bi is α+β ≡ h. . . , a+bi.
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Spatial extension operations
Given two images a ∈ FX , b ∈ FY , the spatial extension of a to b, denoted
a|b ∈ FX∪Y , is defined as: a|b (x) ≡ a(x) if x ∈ X, and b(x) if x ∈ X \ Y.
The following spatial extension operations are defined for streams. Let α ≡ h. . . , ai
and β ≡ h. . . , bi. The spatial extension of stream α to the stream β is defined as α|β ≡
h. . . , a|b i. Note that when the domains of the current images in the streams do not intersect,
i.e., domain(a) ∩ domain(b) = ∅, then α|β = β|α . Under this condition, which can be
guaranteed in various scenarios, we conveniently define the union or merge of two streams
as α ∪ β ≡ α|β . A particular case providing a sufficient condition to apply the merge
operation is FV(α) ∩ FV(β) = ∅.
An important extension operation is the spatial extension of a stream α to an
image b, denoted α|b . In this case, the reference image b is regarded as a parameter, so the
operation is unary. This reference image is “updated” each time a new image is available in
the input stream so the resulting stream reflects the accumulated changes over the region
being covered by the images. Initially, b is used for extending the first image in the stream,
and then updated with subsequent images. Thus, the extension operation in this case is
defined as: α|b ≡ ha1 |b(0) , a2 |b(1) , . . . , at |b(t−1) i where b(0) = b, and b(t) = at |b(t−1) for
t > 0. A pseudocode version of this definition is given in Algorithm 1. Note that, in contrast
to the previous operations introduced so far, the α|b operator is stateful because it requires
an internal memory to keep track of the progress of the extension.
Algorithm 1 Obtain extended stream α|b
m←b
⊲ initialize extension buffer
for each input image a do
m ← a|m
⊲ update extension buffer
b←m
⊲ result is extension buffer
τ (b) ← τ (a)
⊲ set same timestamp
⊲ other metadata assignments omitted
output b
A useful version of the stream extension is simply α|∅. Its restriction, α|∅
R , to a
given region of interest R ⊆ U, see Figure 3.7, will always provide the current status of R.

41
In particular, a direct visualization of the stream will only consist in displaying the current
image in α|∅
R.
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Figure 3.7: Example of a stream spatial extension with restriction.

3.4

Time elements
In this section, we discuss image expiration, delays, and time windows. Other ele-

ments in our time model, including spatio-temporal granularities, are discussed in Chapter 4
in the context of change analysis on multi-source geospatial image streams.

3.4.1

Expiration
An image in a stream may become expired in the context of particular temporal

analysis operations [13]. Expiration means that the image is no longer pertinent for the
operation after a certain amount of time. Although exact behavior depends on the particular
operation and other temporal aspects (see Chapter 4), we illustrate the concept with a
general operator, eT (α), which is similar to the spatial extension operation (Section 3.3.2)
with expiration handling included. The definition is given in pseudocode in Algorithm 2,
where parameter T is the amount of expiration time. The stream eT (α) is similar to the
extension α|∅, except that pixels whose original timestamps are < τ (a) − T are removed,
where a is the current image in α. The algorithm uses an auxiliary image, t, to keep the
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Algorithm 2 Obtain expiration stream eT (α)
m←∅
⊲ initialize extension buffer
t←∅
⊲ initialize corresponding timestamp image
for each input image a do
m ← a|m
⊲ update extension buffer
t ← τ (a)domain(a) |t
⊲ extend timestamp image with new timestamp
t ← t|≥τ (a)−T
⊲ discard expired pixels
m ← m|domain(t)
⊲ restrict buffer accordingly
b←m
⊲ result is extension buffer
τ (b) ← τ (a)
⊲ set same timestamp
⊲ other metadata assignments omitted
output b
timestamps of the pixels stored in the extension buffer m. On each incoming image a,
the timestamp image t is updated in two steps: first, it is extended to include the new
timestamp τ (a), i.e., by extending the constant image τ (a)domain(a) to t, and then, it is
restricted to only contain the pixels whose values satisfy ≥ τ (a) − T . Finally, the buffer m,
initially updated as in the extension operator, is restricted to the domain of t.

3.4.2

Delay operation
A fundamental operation for temporal analysis on streams is the delay operation.

Consider a stream α ≡ ha1 , . . . , at i, t ≥ 1, where at denotes the current image in α in
a given processing system. A standard signal processing oriented definition for a delayed
stream can be given by D(α) ≡ h∅, a1 , . . . , at−1 i, i.e., the current image in D(α) is the
image that preceded at in α. (Note that the predecessor of the first image in a stream is
defined as the empty image.)
Although intuitive, however, this definition is not in general appropriate for image
streams in our setting because, as indicated above, coverage of regions of interest may
progress in a heterogeneous manner. Consider the temporal image differencing operation
α − D(α) = h. . . , at − at−1 i, which is an important representative technique in change
detection. If α is heterogeneous, then this operation is of no use because at and at−1 may
always have different spatial domains so the result would be a stream of empty images.
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An unambiguous differencing operation can be given by α|∅ − D(α|∅), that is, by first
homogenizing the operated stream.
However, blind homogenization may lead to unnecessary consumption of memory
and computation resources when the spatial domains of the original images in the heterogeneous stream α are significantly smaller than the extended region of α|∅ or some given
region of interest under consideration. To address this issue, we present a better delay operation, denoted ∆(α), whose definition is expressed in pseudocode as shown in Algorithm 3.
The operator keeps an internal image, m, which buffers the contents of the extension of
Algorithm 3 Obtain delayed stream ∆(α)
m←∅
⊲ initialize buffer
for each input image a do
b ← m|domain(a)∩domain(m) ⊲ get result from buffer
m ← a|m
⊲ update buffer with input
τ (b) ← τ (a)
⊲ set same timestamp
⊲ other metadata assignments omitted
output b

the images received so far. When a new image is received, the corresponding subset in the
buffer is output and the buffer is updated with the value of the input image in that spatial
subset. This makes the delay operator behave as a spatially-aware, 1-capacity queue.
For notational convenience, we define ∆0 (α) ≡ α, ∆1 (α) ≡ ∆(α), and, inductively,
∆d (α) ≡ ∆d−1 (∆(α)), for d ≥ 2.
Given the ∆(α) definition in Algorithm 3, we can now have a well-defined spatiallyaware temporal image differencing operation as tid(α) ≡ α − ∆(α). This is illustrated in
Figure 3.8 for a heterogeneous stream α. Empty images (not shown) are produced by ∆(α)
at τ1 , and by tid(α) at τ1 and τ3 . Because of our count-based definition of the delay
operator, note that an image at a given time in tid(α) (for example, at τ5 for tid(α) in
Figure 3.8) is the difference between pixel values in α at that time and pixel values in α
at possibly various time points in the past (at τ3 and τ4 in the example). In other words,
the tid(α) operation is defined as the difference of the two most recent values at each pixel
location over the field of view of the stream α where at least two values have been received,
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Figure 3.8: Spatially-aware temporal image differencing, tid(α).
regardless of how far apart in time they are.
Time-based delay operation.

Along with the count-based delay operation above, we

also define a time-based delay operation, denoted δT (α). The two operators are similar in
that they are triggered by the incoming images to produce the corresponding outputs. We
define δ0 (α) ≡ α, and, for T > 0, we define δT (α) as shown in Algorithm 4, where parameter
T is the amount of delay. Conceptually, the stream δT (α) is equivalent to the extension α|∅,
Algorithm 4 Obtain time-based delayed stream δT (α)
m←∅
⊲ initialize output image
recent ← []
⊲ list of “recent” images
for each input image a do
for each r in recent do
if τ (r) < τ (a) − T then ⊲ r is now old enough
m ← r|m
⊲ update output image
remove r from recent ⊲ r is not “recent” any more
insert a to recent
⊲ save input image for later
b←m
⊲ result is delayed extension buffer
τ (b) ← τ (a)
⊲ set same timestamp
⊲ other metadata assignments omitted
output b
but as it would be generated T units of time in the past with respect to the timestamp of the
current image in α. The list recent (which would typically be implemented with a first-infirst-out queue because of the timestamp order in the stream) is used to keep the incoming
images that are yet to be stored while time is advanced by future incoming images. When
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a new input image a is received, the images in recent that become old enough according to
T , are extracted and used to update the delayed extension buffer m. Then, a is inserted in
the recent list and the image m is output as the result of the operation corresponding to
the arrival of a.

3.4.3

Time windows
In standard data stream management systems, it is common to provide mecha-

nisms for specifying analysis windows across time. The temporal selection of images in a
stream can be specified in an count-based or a time-based window manner. In general, a
count-based (also called object-based) specification is given in terms of a number of past
images in the stream relative to its current element. In our model, we realize this type of
window in a spatially-aware manner, i.e., a window of size n over a stream α is obtained
by cascading n ∆ operators. More concretely, the temporal sliding window of size n for
a stream α is the sequence Wn (α) ≡ ha(n−1) , . . . , a(0) i, where a(i) is the current image in
∆i (α) (see Section 6.2 for an example).
For a time-based window specification, we follow the standard approach of selecting the elements in the stream whose timestamps are equal to or greater than the
current time minus the temporal size of the window. To be more precise, for a stream
α ≡ ha1 , . . . , at i, the time-based window of size T is directly defined as the sub-sequence
WT (α) ≡ hat−k , at−k+1 , . . . , at i of images in α, where τ (aj ) ≥ τ (at ) − T for aj ∈ WT (α).

3.5

Related work
The problem of fast change detection can be formulated and addressed in terms

of algorithms dealing with data streams, that is, unbounded, high-speed sequences of data
tokens coming from one or multiple sources. In fact, there has recently been a growing
interest in the processing of data streams and several data stream management techniques
have been proposed (see, e.g., [7, 16]). However, driven typically by applications in the
areas of sensor networks, event monitoring, and network traffic analysis, these efforts have
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a focus on tuple-based streams and relational-based operations, and actually little research
has been done in the case of geospatial images coming from spaceborne and airborne sensors.
The concept of “streaming data” is also frequently associated with digital video
transmission and its real-time decoding and rendering by client programs. Besides standard
media delivery, surveillance is another typical field of interest. Relatively high sampling
frequency is a characteristic feature in streaming contexts. In this streaming sense, a central
concept in processing and transmission is that of frame [155]. What a camera captures is a
sequence of frames that presumably covers a certain scene or region of interest. Although
actual implementations make use of sophisticated encoding and decoding techniques to
reduce the amount of data transmitted, the resulting stream is modeled conceptually as
the corresponding sequence of frames, each frame carrying an image of the whole region of
interest. However, by the nature of remote sensing imagery, the “whole-scene-per-image”
property does not apply in many settings where incremental coverage is more characteristic.
Models for spatial, temporal, and spatio-temporal data have been the subject of
active research especially in the database community [8, 9, 82, 139]. With the development
and availability of technologies in many different disciplines generating enormous amounts
of multidimensional data, it was soon realized that database management systems (DBMS)
should offer the necessary built-in apparatus to properly handle these data.
Marathe and Salem [82] describe an array manipulation language, AML, based on
three operators over multidimensional arrays: subsample, to eliminate cells from an array;
merge, to combine arrays; and apply, which allows to apply user-defined functions on arrays.
Similarly as with SQL in the case of data organized under the relational model, AML is a
declarative language that seeks to allow the application of optimization techniques for an
efficient execution of array operations. The array algebra proposed by Baumann [9] also
goes in this direction. Formerly described as MDD (multidimensional data) [8], the array
algebra largely takes elements from the image algebra by Ritter and Wilson [128] to focus
on providing an “application-independent algebra for the high-level treatment of arbitrary
arrays.” Based on three operations (a constructor, a generalized aggregation, and a sorter),
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the array algebra is able to represent many types of operations, including, according to the
author, image, OLAP (online-analytical processing), and statistical operations, while not
relying on user-defined functions for a wide set of operations.
From a more GIS (geographic information system) oriented standpoint, it is worth
mentioning the map algebra [139, 147] developed in the field of cartographic modeling.
As with the approaches above, map algebra also operates on raster matrices. There are
operations that extract cells (similar to AML’s subsample) and operations that preserve the
structure of the operated matrix. Extraction operations are trim, which extracts a subset of
the matrix while preserving its dimension; and slice, that reduces the dimensionality of the
raster. Operations that do not alter the structure of the matrix can be of four classes: local,
when the resulting value of each cell in the output matrix is a function only of the same cell
in the operated matrix; focal, when the resulting value is a function of some neighborhood
of the cell; zonal, when the result depends on a set of cells pertaining to the same zone as
indicated by a third zonal matrix; and global, when the resulting value of each cell depends
on all cells in the operated matrix.

3.6

Summary
In this chapter, we have constructed the conceptual foundation for our research.

We extend elements from a well-established image algebra to the context of image streams,
with an adequate semantics for spatially-aware stream operations and metadata processing.
We have defined an image stream as an unbounded, timestamp-ordered sequence of geolocated images that partially cover a certain geographical region. An image is a function
from a set of points, which can be geo-referenced, to a set of values. Key operations on
streams have been introduced, including value operations, spatial transforms, restrictions
and extensions, as well as a novel spatially-aware delay operator, our central operator for
temporal analysis. A key aspect in our characterization that contrasts with the approaches
in other stream processing settings, is that of heterogeneous coverage of the field of view
or, in general, any given region of interest.
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Chapter 4

Change modeling, detection, and
visualization
In this chapter, we complement our data model introduced in Chapter 3 with a
concrete characterization of change in remote sensing data streams. Both detection and
visualization are exploited for the task of exploratory change analysis.

4.1

Introduction
Loosely speaking, change is a variation in some observed quantity that occurs

across a certain axis or set of axes within a multi-dimensional spatio-temporal reference
system. Although change analysis in the space dimension is an important issue in many
areas (e.g., texture analysis), our treatment is centered around changes occurring in time.
Given the complexity of environmental phenomena, one often is interested in variations of significance, noting that a precise definition of significance is highly influenced by
the particular application under consideration [126]. Moreover, even when concrete evolving
scenarios are examined, a lack of sufficient knowledge to properly parameterize and quantify
the significance of changes requires that the user be able to interactively and qualitatively
determine the level of change that is relevant to the application at hand. Here is where
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visual exploration plays a key complementary role in the analysis of change.
Various aspects need to be considered for a comprehensive characterization of
change, including: space and time granularities, image expiration, operator timeouts, and
how change detection algorithms and visualization methods operate on streaming data. Our
contributions in this chapter are the definition of key aspects to specify change analysis
problems on remotely sensed data, the application of detection techniques in streaming
scenarios, and the definition of change visualization operators [133, 134]. In this chapter,
we stress the importance of a detection-visualization synergy in exploratory change analysis.

4.2

Change characterization
A characterization of change in complex real-world phenomena involves several

inter-related elements, including time and space granularities, types of change, and image
expiration [5, 13, 22, 126]. These aspects are discussed in more detail in the following.

4.2.1

Time granularity
By time granularity we refer to an appropriate unit of time to describe the occur-

rence and duration of changes. For example, to measure the duration of certain geological
events it is often appropriate to speak in terms of millions or billions of years, rather than
in terms of years or any similar unit of time. Table 4.1 illustrates some time granularities
particularly related to environmental phenomena.
A related aspect involves the sampling frequency (temporal resolution) associated
with an image stream. Significant changes may be impossible to detect if the sampling
period, τt+1 − τt , is not short enough [136]. On the other hand, change detection analyses
must counterbalance the possible variations due to external factors that are not the target
of detection, e.g., seasonal patterns. In general, these considerations are to be taken care
of by the user depending on the application and the data available.
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Time granularity
century
decade
year
season
month
day
hour
minute
second

Examples
Concentrations of greenhouse gases
Pacific Decadal Oscillation (PDO)
El Niño Southern Oscillation (ENSO)
Phenology of vegetation
land cover, land use; desertification
Flowering
Diurnal changes in leaf conductance to water vapor
Cyclones, fires, oil spills
Chlorophyll fluorescence

Table 4.1: Time granularities with examples from environmental sciences.

4.2.2

Space granularity
Space granularity refers to the smallest extension of space with which it is mean-

ingful to associate a state of change during a given period of time. This aspect has a strong
relationship with the spatial resolution of the streams to be analyzed. Instead of absolute
spatial sizes, space granularities are typically specified at the pixel and object levels. Standard change aspects associated with these granularities are shown in Table 4.2. Examples of
Space granularity

pixel

object

Aspects
change in pixel values
change in location of certain values
emergence of new values
disappearance of certain values
detection of outliers
emergence of new objects
disappearance of objects
change in location
alterations (size, shape)
bifurcations, amalgamations

Table 4.2: Change aspects according to space granularities.
pixel-oriented change analysis tasks include the detection of wild fires and volcano eruptions;
while object-oriented instances include clouds, hurricanes, and fire smokes. These, however,
are not definitive categorizations; it all depends on the spatial resolution of available data
and the particular application requirements. Also note that the result from a pixel-oriented
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change detection task could also be further processed with aggregation techniques for the
determination of objects, for example, to trace cold and heat fronts in a weather system.

4.2.3

Image expiration
In principle, temporal analysis operations on image streams depend on the associ-

ated time resolutions. These nominal resolutions, however, may not be effectively reflected
in the actual arrival rates in a processing system due to network latencies and other outof-control delays. Also, as said in Section 3.4.1, certain operations may impose explicit
expiration conditions on the operated streams. Therefore, according to the time granularities specified in a given change analysis problem, as well as specific operation characteristics,
current images may expire as the time in the system advances [13].
In some cases, the expiration operator eT introduced in Section 3.4.1 might be
used, while in others, explicit timeout parameters would probably need to be assigned to
and handled by special operations. The exact behavior depends on the application.
In the next section, some of the above considerations are examined in more detail
in the context of the detection process itself.

4.3

Change detection
Images record what a sensor observes in a certain spatial reference in which some

phenomena are presumably occurring. Identifying the changes that those phenomena undergo is the main goal of change detection [28, 140]. In this section, we define the change
detection problem and then illustrate the application of our characterization by describing
common change detection techniques translated to an online, streaming fashion.

4.3.1

Definition
We use the following definition for change detection.
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Definition 4.1 (Change detection). Given an image stream α = h. . . , at i, a region of
interest R ⊆ U = FV(α), and certain space and time granularities, change detection is
the process of identifying variations of significance at the given granularities over R by
analyzing the images in the stream. We model the output from a change detection process
with a stream ς(α) ≡ h. . . , ct i, where ct ∈ {0, 1}R is a change mask defined as:

ct (x) ≡




1 if a significant change has occurred at a′t (x)

(4.1)



0 otherwise

where a′t is the current image in stream α|∅
R (see Section 3.3.2).
Remarks about Definition 4.1 are as follows:
• The period of analysis is left open: the change mask ct can be based on a bi-temporal
analysis, i.e., between images a′t−1 and a′t ; or it can be done on any subset of the
images in the history of α until t.
• Regarding when detection is performed, the standard approaches deal with offline
change detection, i.e., the process of detection is performed once a fixed set of images
is given, e.g., {a1 , a2 , . . . , ak }. In this case, the process completes with a single change
mask result. Our focus in this dissertation is on online change detection: the analysis
process continuously examines the image stream generating a change identification
output at each step t, right after image at has arrived.
• The term significance is used in a rather open manner; in concrete cases, significance
might for example be determined in a deterministic or a statistical sense.
• Although we rely primarily on binary mask images as the output of a change detection
task, a convenient generalization is to allow ς(α) to be any suitable measure of change
over each pixel in R, for example, a measure of degree of change or a probability.
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4.3.2

Common change detection techniques
One of the simplest techniques operates on classified images a ∈ (Zk )X , where

each pixel value corresponds to a particular class from a predetermined set of k classes.
The analysis is performed pixel-by-pixel to identify areas of change. The corresponding
change mask, in the bi-temporal case for example, can be expressed using the spatiallyaware delay operator (Section 3.4.2) as ς(α) = (α 6= ∆(α)). Although straightforward, a
major disadvantage of this approach is that the results are highly dependent on the accuracy
of the initial classifications [61].
The problem of change detection becomes much more challenging when dealing
directly with the original (unclassified) images. The analysis involves the detection of change
itself and often also the specific type of change. Several method categorizations have been
proposed in this setting. Table 4.3, for example, lists three categories: pixel, feature, and
object. Pixel-level methods are those acting directly on the raw numerical measurements
associated with the pixel; feature-level methods often involve transformations (spatial or
spectral) that may result in quantities having a closer physical meaning (e.g., a vegetation
index); and object-level methods usually involve the analysis of entities beyond the mere
pixel, across time and space.
As we have already noted, little work has been done in remote sensing change
detection in the case of real-time data streams. The following are concrete approaches to
adapt representative methods to the streaming case.
Image differencing, ratioing, and thresholding
Image differencing and ratioing are simple, yet widely used techniques for change
detection in remote sensing imagery [12, 130, 132]. They are defined for two R-valued
streams α and β as α − β and α/β, respectively. Together with a threshold h, the resulting
stream can be thresholded to determine the change mask, for example, as ς = χ≥h (|α − β|).
The meaning of change significance is determined by the given threshold value. A bitemporal version of this technique on a single stream is ς = χ≥h (|α − ∆(α)|).
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Level
pixel

feature

object

Methods
Image differencing/ratioing
Image regression
Change vector analysis
Endmember analysis
Principal components analysis
Shape analysis
Vegetation index differencing
Local texture
Wavelet analysis
Direct multi-date classification
Artificial neural networks
Expert systems
Artificial intelligence
Fuzzy post-classification comparisons

Table 4.3: A three-level classification of change detection methods. (Adapted from Hall
and Hay [44].)
Index-based analysis
Instead of using original raw band values, change detection methods are also often
applied to derived quantities. A common choice in vegetation related studies is the normalized difference vegetation index, ndvi =

nir−vis
nir+vis ,

where nir and vis are the reflectance

images at the near infrared and visible wavelenghts in the electromagnetic spectrum (Section 2.1). Figure 4.1 illustrates the application of the image differencing and thresholding
methods on ndvi images. The absolute difference d = |ndvijan − ndvijul | in part (a) corresponds to different months over North America in a typical year; brighter pixels are areas
of greater change. The result in part (b), given by the image d|≥h , identifies the areas of
most change according to a given threshold.
Image regression
Image regression is a method that can also be applied bi-temporally [61, 74]. In this
method, pixel values in the current image a in a stream α are estimated by linear regression
against the current image a′ in the delayed stream ∆(α). Let a and b be the resulting
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(a)

(b)

Figure 4.1: Absolute ndvi difference images. (a) The gray level corresponds to the absolute value of the difference. (b) Absolute difference greater than a given threshold.
regression coefficients (e.g., from a least squares technique). Then, the estimated (current)
image in α̂ ≡ h. . . , âi is â = a + b · a, and the residual stream α − α̂ is used as a measure
of change. Thresholding is applied to obtain the corresponding change mask. Figure 4.2
shows a change detection processing pipeline based on this technique. IR represents the
binary operation that performs the linear regression between the current images in its input
streams, generating the stream α̂ whose current image is the corresponding estimation.
α

−

|·|

h
χ≥h

ς(α)

α̂

∆
∆(α)

IR

Figure 4.2: Bi-temporal image regression change detection.

Change vector analysis
This is the image differencing approach extended to d-band images [61]. At each
pixel location x, the vector b(x) − a(x) between the two images a and b can be plotted in
a d-dimensional vector space. Consider the case d = 2 and the vector resulting at a certain
pixel location between two images as illustrated in Figure 4.3. Both the magnitude and the
angle of the resulting vectors have been used in several change detection studies [18, 163].
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Zhan et al. [163], for instance, use MODIS bands at red and near-infrared wavelenghts to

value of band 2

obtain the change vectors, and then apply decision trees [87] to determine areas of change.
τ2
τ1
value of band 1
Figure 4.3: Change vector between two 2-band images at a particular pixel.

Principal components analysis
The principal components analysis method, PCA (also known as the KarhunenLoéve transformation), is a data-dependent, feature space linear transformation used to
project high-dimensional data onto a lower dimensional space by exploiting redundancy
while preserving the features in the data [30]. It is widely used in remote sensing to take
advantage of the characteristic redundancy in multi-spectral imagery [137].
Consider a raster point set X = Zm × Zn of N = m × n points. Let a ∈ (Rd )X
be a d-band raster image over X. The image a can be thought of as being a dataset of
N points in a d-dimensional space. Reduction of redundancy consists in applying a linear
transformation Wr×d to each pixel in the image, Wa(x) = b(x) such that the resulting
image b ∈ (Rr )X is of lower value dimensionality r < d.
PCA first computes the d × d covariance matrix Σ = E[a(x) a(x)T ] for the dataset
a. Then, it computes the d eigenvalues λ1 , . . . , λd as the roots of the characteristic equation
|Σ − λI| = 0 where I is the d × d identity matrix. Each eigenvalue λi corresponds to an
eigenvector ei that is obtained by solving the equation (Σ − λi I)ei = 0. Finally, the r
principal eigenvectors, according to an order of decreasing eigenvalue, are taken as the r
rows of the transformation matrix W.
The PCA method can be used in a variety of ways for change detection [61, 137].
A temporal sequence of k r-band images can be stacked onto a single image a ∈ (Rkd )X ,
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and then the method can be applied on the composite to obtain an image b = W(a) ≡
{(x, Wa(x)) : x ∈ X}. Areas of no-change, i.e., with little variation, across the original temporal sequence will be emphasized in the bands of b corresponding to the major
components. On the other hand, areas of change will be emphasized in the bands in b
corresponding to the minor components, called change components. The PCA method can
also be applied bi-temporally on difference images.

4.4

Visualizing change
Scientific visualization is concerned with the exploration of data through the uti-

lization of computer technologies that appeal to the human visual system. Such a resource
becomes crucial in the challenging task of analyzing and understanding evolving complex
phenomena in remotely sensed streaming data. In this section, basic visualization operations on image streams, as well as scientific visualization techniques are incorporated into
our framework. Specific goals are: a) show how standard techniques can be modified to
account for the streaming aspect of the data; and b) present techniques specifically designed for incremental visualization of changes in environmental phenomena. We integrate
these components into a fully functional tool for real-time visualization and interaction with
streaming geospatial image data. This tool is also described.

4.4.1

Visualization operators
In general, a tool for the visualization of streaming geospatial image data seeks to

satisfy a number of requirements, including:
• Mechanisms for navigation across the field of view of the stream sources: pan over
and zoom in/out.
• Ability to overlay geographic layers for better referencing, e.g., land shorelines, meridians/parallels, political boundaries, and eco-regions.
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• Mechanisms to select regions of interest, including visual selection of points, lines,
polygons (e.g., a bounding box), and also georeferenced based specifications in the
associated coordinate systems and standard latitude-longitude coordinates.
The fulfillment of the above requirements can be accomplished by combining certain image stream operations, some of which have already been introduced in Chapter 3.
Basic display
To properly display a stream, its field of view has to be mapped to the viewer
coordinate system. This mapping is essentially a reprojection operation (Section 3.3.1).
The initial task in the visualization tool is to reflect the original reference in the viewer;
thus, the reprojection reduces to a rescaling of the original field of view to the viewer
reference system according to current zoom factor. This reprojection also considers the
associated spatial resolution attributes so multiple streams can be combined in a single
display.
Any change in the size of the displayed images during the reprojection requires
a resampling of values. Common techniques include nearest-neighbor and linear interpolation. These can be performed using a neighborhood based scheme as the one used for the
smoothing operation described in Section 3.3.1.
Visualization methods
Our framework incorporates techniques such as write function memory insertion,
animation, transparency, pseudo-coloring, overlay, and displacement glyphs, which are useful
for visualizing changes in data from multiple sources or at different times. In the following,
we describe some of these techniques. More examples are given in Chapter 6.
Write function memory insertion.

Write function memory insertion, WFMI, is a

visualization method used in remote sensing consisting in creating an RGB (red-greenblue) composite image from three of the images in the temporal sequence [61, 153]. Let
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α = h. . . , ai be an image stream over a point set U and the value set Z. A 3-band composite
stream over U and value set Z3 can be defined as follows. Let a′′ and a′ denote the current
images in the delayed streams ∆2 (α) and ∆1 (α), respectively, and let β be the stream of
RGB images. The operation can be expressed as β ≡ (∆2 (α), ∆1 (α), α); that is, the current
image b in β is defined such that b(x) = (a′′ (x), a′ (x), a(x)). Note that other combinations
are possible. Figure 4.4 illustrates this technique applied on NDVI values with images from
Figure 2.5 on page 15. In this example, colors are assigned in the order blue, green, and
red according to progress in time. Reddish areas, in particular, will indicate an increase of
the index values in the most recent image. Gray-level areas will correspond to minimal or
no changes.

(a) (March,March,May)

(b) (May,May,July)

(c) (March,May,July)

Figure 4.4: Visualization of North America NDVI changes using WFMI method. In each
case, the pattern (b, g, r) indicates the corresponding mapping for the color composite.

Animation.

Animation is a qualitative technique consisting basically in displaying a set

of images in sequence. This approach has been of great interest in cartography and geovisualization [3, 31, 46, 106]. In remote sensing change detection, however, Harrower [47]
contends that “very little of this work makes use of animation,” but also notes that, given
the complexity and size of raw satellite data, “animation by itself is insufficient for the task
of change detection.” Acevedo and Masuoka [3] apply animations to show changes in land
use and urban growth, and discuss a number of considerations to improve the visual perception of change, including optimal display speed, knowledge of the underlying physical
processes, and temporal interpolation to create intermediate frames, thus enhancing the
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transition from one image to the next. More formally, applied on a stream α, this technique
displays the images in {a(i) , i = n, . . . , 0}, one at a time, where n is the desired number of
images in the animation sequence, and a(i) is the current image in ∆i (α). The period of
time between images, type of transition effect, and other parameters can also be used by a
visualization tool –like the one described next– for controlling the animation.

4.4.2

VizStreams: Real-time visualization of geospatial image streams
Several satellite data providers (e.g., [20, 95]) make environmental satellite data

and derived products available to users, often accompanied with visualizations of most
recent satellite imagery. Given that timely data delivery is an important need, especially
for disaster related events, systems are starting to be developed and made broadly accessible
to provide data in real-time as the image stream is generated from the remote sensors. As
already mentioned in Section 2.2.2, the GeoStreams project deals with the processing of
data in such a real-time scenario. In this section, we describe VizStreams, a Web application
for real-time visualization of and interaction with streaming remotely sensed satellite data,
whose construction is based on the framework presented in this work.
As a front-end of a data stream management system, there are interaction and
visualization challenges related to the user interface. Typically, a user will be carrying out
three main tasks: 1) querying desired image streams; 2) visualizing resulting streaming
images; and 3) getting actual data. For the former, mechanisms are offered for a selection
of regions of interest and specification of value-based operations on the data streams. As for
data reception, the distinction between visualization and actual data download is important
for an efficient utilization of the bandwidth in the server-client communication.
A global view of the dataflow involved in the case of image streams provided by
the GeoStreams system, is shown in Figure 4.5. The pipeline is started up by an HTTP
request from the VizStreams front-end. A Web map service (WMS) syntax [117] is used
to specify the desired streams along with parameters indicating the stream format and a
region of interest for a query, which is processed by the server. The back-end obtains the
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GOES
satellite
GVAR
request

VizStreams

GS

GeoStreams
Server

GVAR

Receiver

Figure 4.5: VizStreams in the overall GOES GeoStreams dataflow. Each item transferred
from back to front corresponds to a row of pixels containing values for a particular data
stream. GVAR is the data format used by the GOES family of satellites [104]. GS stands
for the desired format requested by the client.
corresponding data from the satellite and sends the resulting data stream back to the client
in the requested format. This response takes the form of a continuous stream of rows of
pixels that incrementally comprise complete rectangular scenes (called sectors) in the field
of view of the satellite.
The stream of rows correspond to the scan routine performed by the GOES satellite
sensor instrument. In particular, this configuration corresponds to the scanning pattern
described in Figure 3.4(c). As an example, Figure 4.6 shows four different moments during
a complete visible scan of the Pacific U.S. sector from GOES-West. This 3, 932 × 11, 416
sector is generated at a rate of about 10 rows per second.

Figure 4.6: The Pacific U.S. sector at four different points in time while obtaining images
(rows) in the visible channel. Actual duration to complete this sector is 6:35 minutes.

The front-end
Once VizStreams is connected to an image stream server, it offers the user with
options to select an available stream and a desired region of interest. This is done in an
overview panel as shown in Figure 4.7. On the right-hand side of the overview window, the
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Figure 4.7: Overview panel for stream and ROI selection in VizStreams.
user can inspect the status of transmission in terms of the current sector being covered and
scanned row, all in a geographically referenced way. By using a mouse gesture, the user
can specify a particular region for visualization. Also, a recent background image of the
selected stream can be immediately displayed if the user so indicates.
The main window for visualization is shown in Figure 4.8. This window organizes

Figure 4.8: Main visualization window in VizStreams.
the image streams in tabs. For each stream, the tab shows identification information and
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status of the connection, including the number of rows and number of sectors received in
the session. Check boxes in the View menu allow the user to overlay additional vector data
like shorelines, lakes, meridians/parallels, and borders for the received sectors. This menu
is dynamically created according to a specification that can be extended to include other
vector datasets, and customized to create groupings (e.g., various shoreline resolutions as
shown in the figure) and color assignments.
The buttons in the main window allow to stop, close, and save the stream in the
active tab. The Open button brings up the overview panel again for the user to select other
streams and/or regions of interest. Each open stream is processed in a thread and multiple
streams can be run simultaneously.
GOES sectors have different dimensions and locations, and, depending on the
channel, different spatial resolutions. The size of complete sectors can be large even for a
single band (e.g., a complete visible image of the full field of the satellite takes about 240MB
of memory). To control the memory requirements, a parameter in the tool allows the user
to specify the maximum displayable size during a visualization session. If necessary, the tool
reprojects and resamples the incoming images (rows) immediately upon arrival according
to this parameter. This is particularly convenient, especially for a Web application, so
the user is able to open multiple channels simultaneously. By default, nearest-neighbor
resampling is performed as it generally gives good quality while being fast to calculate. For
data download, the user is presented with a complete set of parameters, some of which
coming from the current visualization session, that can be adjusted according to the data
requirements at hand.
Available streams are the data channels generated by the server the VizStreams
tool is connecting to (GOES-West satellite in the example). The connection mechanisms, as
well as the functionality to allow for general band transformations and combinations (e.g.,
spectral indices like NDVI and NTI), and other complex operations as supported by our
framework, are discussed in the context of the processing architecture and its realization
using scientific workflows, which are explained in Chapter 5.
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4.5

Related work
The time dimension –intrinsic for the analysis of change– has gained substantial

attention in various research efforts including database and geographical information systems (GIS). From a theoretical viewpoint, for example, Galton [36] addresses the question
of how time should be incorporated into a system in the context of field, object, and hybrid
world representations. An object is a distinguished entity (e.g., a city, a river, a mountain)
with specific attributes [55]. As presented in Chapter 3, our framework is centered around a
raster (field) data representation. Questions like “what is the world like at a certain place?”
are appropriate for field representations, while those like “where is a certain object?” are
more appropriate for a representation based on spatial objects. Recognizing that neither
field nor object based spatial representations can effectively support time queries, Peuquet
[124] proposes an integrated approach consisting in the triad where-what-when, whose elements correspond to fields (locations), objects, and times, respectively. Queries can take
one of the following basic forms: 1) when + where → what: given a set of times and a set of
locations, obtain the set of objects at those times and locations; 2) when + what → where:
given a set of times and a set of objects, obtain the set of locations of those objects at the
given times; and 3) where + what → when: given a set of locations and a set of objects,
respond with the times when those objects occupied the given locations. This approach is
further elaborated by Andrienko et al. [5] in the context of exploratory change analysis tasks
using visualization techniques. The notions of existence and non-existence for a derivation
of identity-based change operations are presented by Hornsby and Egenhofer [56].
With a variety of interests, researchers have recognized the necessity of constructing scientific visualization models. The efforts range from comprehensive approaches aimed
at integrating models, validation, and systems [129], to proposals of particular data models for visualization [53, 98, 138, 148], to integration with the visualization exploration
process itself [58, 59], and even to the usage of visualization to help in the development
and assessment of new computational models for large, multidimensional data sets from a
cognitive-theoretic perspective [25]. As we shall see in the sequel, the architectural com-
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ponent of this research, as well as its practical realization, seeks to allow the incorporation
of visualization elements in such a manner that scientists in remote sensing are not particularly forced to use a predetermined set of tools or methodologies. Rather, extensibility
and flexible combination of various techniques are recognized as key features in scientific
environments.

4.6

Summary
In this chapter, we have formalized the concept of change detection in streaming

geospatial image data. Various aspects for the specification of change detection problems
in remote sensing image streams have been introduced: space and time granularities, image
expiration, operator timeouts, and how change detection algorithms operate on streaming
data. A change detection process is one that receives an image stream as input and generates a corresponding change mask image stream as output for a given region of interest,
according to these parameters. Representative, widely used techniques in change detection
and visualization have been formulated in terms of streams using our framework. We have
also presented VizStreams, a Web tool based on this framework for the real-time visualization of geospatial image streams. Previous work related to time aspects and approaches for
scientific visualization, has also been reviewed.
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Chapter 5

An architecture for geospatial
image stream processing
In chapters 3 and 4 we have constructed a foundation for the analysis and visualization of change in remotely sensed image streams. In this chapter, we present an
architectural design and an implementation to realize concrete image stream pipelines in
general, and for temporal analysis and change detection and visualization in particular.

5.1

Introduction
Scientific experiments continuously demand the testing of new data preparation

procedures and the generation of new derived products. Besides the complexity of associated
algorithms, these data handling tasks are often demanding due to a number of reasons,
including the typical large size of geospatial datasets and their disparity in terms of formats
and access methods. Although intermediate by-products and inputs are typically generated
as part of complete processing tasks, it is also common that many of the steps be replicated
across different sites due to a lack of effective sharing mechanisms. Moreover, scientists are
often interested in storing and visualizing intermediate results while being able to repeat
modeling and other experimental tasks.
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In this chapter, we present an architecture that integrates the stream operators
introduced previously into a complete framework for the execution of geospatial image
stream pipelines [134]. Section 5.2 presents the overall architecture and introduces its
main components. A representative query processing scenario is discussed in Section 5.3.
In Section 5.4, we discuss semantic aspects related with the execution of image stream
processing pipelines involving multiple sources. The interconnection of multiple instances
of the architecture, with an emphasis on interoperability, is discussed in Section 5.5. Our
architectural design is intended to allow various possible implementations. In Section 5.6,
we present a concrete realization based on Kepler, a scientific workflow management
system. From the user perspective, the overall goal of the architecture is to allow scientists
to compose streaming image processing tasks that can be executed locally or across multiple
nodes using open geospatial Web service standards.

5.2

Overall architecture
Analysis of remotely sensed data streams can be modeled as being carried out

through image pipelines. Typical steps in change detection, for instance, include geometric
and radiometric rectifications, subsettings, and pre- and post-classification methods for
detection (Section 2.1.1). Processing components designed to perform these operations
can be linked together to accomplish a particular set of tasks. The overall architecture of
our Geospatial Image Stream Processing system, GISP, is depicted in Figure 5.1. A brief
description of the main components in this architecture is as follows (more details are given
in the sequel):
• Source components generate image streams to make them available to the processing
system. Most often, a source component is a reader that obtains the stream from an
external source, but it can also perform some form of synthetic data generation, e.g.,
to create a stream of constant value images, or images according to a mathematical
function. The generic behavior of a source component can be described as follows:

Client
manager

o
o
o

Source

Query
processor

o

o

Image streams

Net Interface
Publisher

o

o

Input synchronizer

Image streams
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Executor
Operator

Sink

Figure 5.1: Main elements of our Geospatial Image Stream Processing architecture, GISP.

Stream source:
initialize()
while true do
a ← get next image()
output(a)
end while

⊲ some internal initialization
⊲ obtain next image
⊲ generate the image

where get next image represents the specific mechanism for obtaining the next image
for the stream.
• Operator components perform concrete operations on input streams generating an
output stream, e.g., thresholding, spatial restrictions, extensions, and transforms,
spatially-aware temporal delays, and others (see Chapter 3). The generic behavior of
an operator component with n inputs can be described as follows:
Stream operator:
initialize()
while true do
a1 ← input(1)
..
.
an ← input(n)
a ← operate images(a1 , . . . , an )
output(a)
end while

⊲ some internal initialization
⊲ get input images

⊲ do operation
⊲ generate resulting image

• Sink components take input streams and perform some form of final tasks such as
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data/event logging, reporting, and visualization. The generic behavior of a sink component is similar to that of an operator component except that no output stream is
involved.
• The Net Interface is comprised of two components. The Publisher allows the user to
specify the streams (generated at the outputs of the source and operator components)
that can be accessed remotely. The Client Manager is responsible for accepting client
queries, dispatching the execution of queries to the Query Processor, and establishing
the connection back to the client in order to fulfill the requests.
• The Query Processor processes a given query to obtain the requested stream, possibly
modifying the current topology of the network. More details are given below.
• The Executor is responsible for the overall execution of the network. In general, it
coordinates the initialization, execution, and finalization of the components in the
network. This responsibility includes the validation of the network and the transfer
of image items between the processing components. A concrete execution aspect for
the appropriate processing of operations involving streams with different image arrival
rates is discussed in Section 5.4. Models of execution in general are discussed in the
context of scientific workflows in Section 5.6.
For sake of exposition, we refer to two main types of users in terms of their interaction with running instances of our GISP architecture:
• End user. An end user will typically access a GISP system, either locally or remotely,
which is already set up with a certain set of predefined streams. This user will be
basically monitoring the execution of the system, issuing queries mainly related with
stream sink components, e.g., summaries, comparisons, visualization, and data download, but not involving major modifications to the pipeline in terms of new stream
sources or operators.
• Designer. Designers set up complete GISP processing tasks and make significant mod-
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ifications or additions to existing pipelines by involving new streams sources and
operators. A designer also determines the data streams that can be published for
remote access.
Of course, often a single scientist or group of persons play both user roles.

5.3

Query dispatch
The Query Processor allows the user to submit queries against the GISP system.

We refer to these user queries also as local queries. The Query Processor also works in conjunction with the Client Manager so that the queries can be submitted remotely. Figure 5.2
shows the basic collaboration between the components in our architecture in the context of
dispatching a client query:

···

Query
Processor

···
α

c)

d)

b)

Client
Manager

a)

Client
e)

Figure 5.2: Dispatching a query.
a) Client sends a query requesting a stream α;
b) Client Manager forwards request to the Query Processor;
c) Query Processor obtains requested stream α;
d) Client Manager gets access to stream α; and
e) Client Manager starts sending the stream to client.
When the requested stream is not currently available in the network, the Query Processor
will modify the current pipeline topology for new operator instances and new connections
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and re-connections according to optimization-based decisions. Although a thorough discussion of query processing in the context of geospatial image streams is out of the scope of this
dissertation, for sake of illustration we describe a typical case next. More query examples
are presented in Chapter 6.
Subsetting query
In general, a single stream may not be sufficient to fully answer a certain query.
The query, however, could be answered by using a combination of some operations applied
on a number of the available streams. This generates some corresponding intermediate
sub-streams. The structure of the existing pipeline could be conveniently altered to use the
newly generated sub-streams with the overall goal of efficiently reusing the streams in the
system. In what follows, we explain how the subsetting query, α|N , can be processed.
Consider a network with a source stream α and a set of restricted streams α|Rn ,
α|Rm , α|Rℓ , . . ., as shown in Figure 5.3. A new query is submitted that restricts α to a
Ro

···
···

α

Rn

α|Rn
···

Rm

α|Rm

R
Rℓℓ

N

···
α|Rℓ

···

α|N = β

Figure 5.3: Subsetting operator instantiation. The operator labels indicate the restriction
point sets.
point set N ⊆ FV(α). Let β denote the resulting stream. A simple approach to solve this
subsetting query is to just instantiate the subsetting operator with input α and restriction
parameter N. However, this may lead either to excessive work for the operator if N is
significantly smaller than FV(α) and another current restriction contains N; or even to an
unnecessary operator instantiation if N coincides with one of the current restrictions.
A more efficient strategy is as follows. The query processor checks the set of current
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streams to find the smallest Rm associated with α such that N ⊆ Rm . (Initially, when there
are no existing restrictions over α, Rm = FV(α).) If N = Rm , no operator instantiation is
required, so β is simply the existing stream α|Rm . Otherwise, a new operator with parameter
N and input Rm is created to generate the resulting β. Standard data structures can be
used to efficiently search for the existing restrictions Ri such that N ⊆ Ri , including range
and interval trees [27].

5.4

Execution model for multiple input streams
As shown in Figure 5.1, our system is a network of data processing components

whose execution is triggered as incoming data images arrive to the respective input ports.
In general, this structure also applies to standard DSMS systems (e.g., [7, 15]). In these
systems, however, the mechanisms for query plan construction, scheduling, and component
interaction are in general not exposed to the end user. As we shall see in Section 5.6, some
of these limitations can be overcome by using an appropriate execution infrastructure.
When dealing with image streams from multiple sources, data for certain multiinput operators may arrive at different rates. If one input is long delayed –because of sensor
scanning characteristics, network latencies, or other causes– while other inputs are actively
providing data, then the operator should not be blocked indefinitely. A clear semantics for
the execution behavior in such cases is required. Upon each activation, a stream operator in
our system is assumed to perform an atomic computation consisting in reading one image
from each input port and writing one resulting image to its output port. Provided all inputs
arrive at the same rate, no direct synchronization is required on operators. Synchronization
is only required on the stream sources. By acting on the sources, the input synchronizer in
our system makes sure that the downstream multi-input operators do not block under the
above external circumstances.
Suppose only one stream source si , out of n > 1 sources, has just produced an
actual image. See Figure 5.4. Downstream operators whose input streams originate at si
may involve processing of images originating from some sources sj , j 6= i; for example,
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Figure 5.4: A synchronization group.
operator A in the figure. In this case, the input synchronizer will generate a synthetic
image from each sj . A parameter allows the designer to indicate what image should be
generated: “previous” indicates that the previous actual image be re-generated from sj ,
and “null” indicates that the null image ∅ be generated. For each disconnected subgraph
in the network, the input synchronizer keeps a synchronization group containing the stream
sources for the subgraph. (Singleton groups are not created as no input synchronization
is required for them.) Before generating any synthetic image, the input synchronizer will
allow a designer-specified amount of wait time, w, for sources in a group to generate actual
inputs. This is illustrated in Figure 5.5 for a synchronization group consisting of three
source streams αa , αb , and αc , with parameter synthetic set to “null.” If the first image in
the group arrives at τ (for example, τ = τ1 − w for image c1 ), then the input synchronizer
will wait until τ + w for images in the other sources to arrive. As shown in the figure, at
times τ1 , τ2 , and τ5 , the time limits are reached without all source streams having produced
actual images in the cycle; thus, synthetic images are generated for the missing readings.
At time τ3 , all sources generated images within the wait time. At time τ4 , after producing
c4 , source αc produces a second image c5 within the wait time; thus, the triplet [∅, ∅, c4 ]
is generated, and a new cycle is initiated with c5 as the first image.
The general procedure of input synchronization is described in Algorithm 5. Acting
on a given synchronization group of n source streams, the algorithm runs in an execution
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Figure 5.5: Example of input synchronization over a group of three stream sources αa ,
αb , and αc , with parameter synthetic set to “null.” Dots represent images from the corresponding source streams. Outputs from the group are shown as triplets at the indicated
times.
thread. The communication between the synchronization thread and the stream sources is
done concurrently through the getImage() and generate() calls. Each stream source puts
all read images in a shared queue for the corresponding group. The getImage() call in the
algorithm obtains the next image from this shared queue. This operation accepts a timeout
parameter, so that if no image is available during this period of time, then getImage()
fails and returns. In this case, the current images stored in output are generated. The
generate(output) call takes care of assigning the synthetic image in case of missing actual
images. Two main states during the execution of the algorithm are considered: PRE CYCLE
and IN CYCLE. In the PRE CYCLE state, no images have been produced, while in IN CYCLE,
at least an image has been produced by some source in the group. In PRE CYCLE, the image
just read starts a new cycle, and a time τend is set as a limit for the other sources to produce
images. Note that a timeout may happen only when at least one actual image is stored in
output, i.e., in the IN CYCLE state. In IN CYCLE, the algorithm considers two cases: (i) If
the image just read is the first from its source in the current cycle, then output is updated
accordingly. If this image completes the array, then output is generated and the algorithm
transits to the PRE CYCLE state. (ii) Otherwise, if the image comes from a source that has
already produced an image in the cycle, then the cycle is completed and a new cycle is
started with the new image.
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Algorithm 5 Input synchronization on a group of n sources
initialize(output)
⊲ output: source-indexed array of n images
⊲ Two states: PRE CYCLE, IN CYCLE
state ← PRE CYCLE
τend ← ∞
⊲ to set timeout while reading next image
while true do
⊲ to set timeout
τ ← current time()
a ← getImage(with timeout=τend − τ ) ⊲ get next image from any of the sources
if timeout happened then
⊲ timeout with no image read
generate(output)
⊲ generate the images
initialize(output)
τend ← ∞
state ← PRE CYCLE
else
τ ← current time()
⊲ image a obtained at this time
switch state:
case PRE CYCLE:
output[source(a)] ← a
⊲ got first image
τend ← τ + w
⊲ time limit for other sources
⊲ a cycle has started
state ← IN CYCLE
end case
case IN CYCLE:
⊲ got one more image in cycle
if output[source(a)] is null then ⊲ image is new from its source in this cycle
output[source(a)] ← a
if full(output) then
⊲ all sources were read
generate(output)
initialize(output)
τend ← ∞
state ← PRE CYCLE
end if
else
⊲ the source has a previous image
generate(output)
⊲ generate current images
initialize(output)
output[source(a)] ← a
⊲ and start a new cycle
τend ← τ + w
end if
end case
end switch
end if
end while

5.5

Interconnection of multiple GISP instances
While data is continuously being transmitted between the outputs and the inputs

of the participating processing elements, external clients connect to the processing system
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to query for data products in the form streams. The basic query dispatch mechanism,
described in Section 5.3, assumes that a client already knows the data stream server that
can provide the required products. The standard setting also involving the discovery of
services is shown in Figure 5.6 with a GISP instance, a client, and a registry system.
Registry
a)

b)
c)

NI

Client

Consumer
Producer
Figure 5.6: Overall registry and discovery scheme.

a) The Net Interface component of a GISP instance first registers information about a
certain set of the image stream products in a central registry. This information is taken
from the metadata attributes associated with the each stream, which include field of
view, spatio-temporal resolution, and coordinate reference system (see Section 3.2.3).
b) The client looks up the registry for available streams and their providers. The registry
responds with a list of references indicating the available data providers according to
the look-up request.
c) Then, the client requests the desired image stream from the data provider (see also
Figure 5.2).
A typical client in our system may itself be a GISP instance (via a corresponding source stream component). Although any suitable communication and data format
protocols would be adequate in these cases, the adherence to international standard data
interfaces are crucial for the interoperability of our GISP with other processing frameworks.
This aspect is detailed in Section 5.5.
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In a similar way as with the interconnection of stream operators in a single GISP
instance, the registry mechanism allows the interconnection of multiple instances. The overall scheme, which naturally supports data analysis and image processing pipelines spanning
multiple sites, is shown in Figure 5.7.
Registry

C

P
C
P
C

Figure 5.7: Cascading of processing instances across multiple sites. A registry makes
possible the discovery and interconnection of nodes. Circles correspond to other general
producer (P) and consumer (C) applications.
The Publisher component in the Net interface module allows the designer to specify
which streams from the network are to be externally accessible. This specification includes
the particular registry system to use for the publication. The instantiation of the Net
Interface module is optional in our architecture. We say a particular GISP system instance
is Net-enabled if it includes the Net Interface component.

OGC Sensor Web Enablement
Standard data and interface protocols play a key role for allowing the interoperability between disparate systems and services. To fully potentiate the interoperability of
our GISP system with other data stream processing options, we incorporate the utilization
of open data and protocol standards. In the context of geospatial data, the Open Geospatial
Consortium (OGC) was founded with the mission of advancing the “development of international standards for geospatial interoperability” [108]. The OGC currently comprises, at
time of writing, over 350 companies, universities, and government agencies from around the
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world. In the Earth sciences, in particular, the role of standard data and interface protocols
is crucial in the context of climate monitoring and forecasting. The National Weather Service, for example, has recently started to make forecast data available to users using Web
Feature Service (WFS) [116] and Geography Markup Language (GML) [107], two of the
open standards developed by OGC [65].
Of particular relevance are the activities recently taken by the OGC Sensor Web
Enablement (SWE) program, one of the OGC Web Services initiatives [23, 122]. The SWE
initiative seeks to provide interoperability between disparate sensors and sensor processing
systems by establishing a set of standard protocols to enable a “Sensor Web,” by which sensors of all types in the Web are discoverable, accessible, and taskable. As stated by Percivall
and Reed [122], “Sensor Web Enablement refers to Web-accessible sensor networks that can
be discovered and accessed using standard protocols and application program interfaces
(APIs).” Intended to be comprehensive, the SWE standards allow the determination of the
capabilities and quality of measurements from sensors, the retrieval of real-time observations in standard data formats, the specification of tasks to obtain observations of interest,
and the asynchronous notification of events and alerts from remote sensors.
SWE components include models and XML Schemas (SensorML, Observations &
Measurements, TransducerML) and Web service interfaces (SOS, SPS, SAS, WNS) [23, 122],
which are briefly described as follows:
• SensorML, Sensor Model Language: An XML Schema to describe sensors and sensor
platforms. SensorML provides a functional description of detectors, actuators, filters,
operators, and other sensor systems, which are all treated as instances of process
models [111].
• O&M, Observations & Measurements: A specification for encoding observations and
measurements from sensors [109].
• TransducerML, Transducer Markup Language: A specification that supports real-time
streaming of data to and from transducers and other sensor systems [115]. Besides
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being used to describe the hardware response characteristics of transducers, TransducerML provides an method for transporting sensor data.
• SOS, Sensor Observation Service: This Web service interface is used to request and
retrieve metadata information about sensor systems as well as observation data [112].
• SPS, Sensor Planning Service: Using this Web interface, users can control taskable
sensor systems and define tasks for the collection of observations and the scheduling
of requests [113].
• SAS, Sensor Alert Service: Through this Web service interface, users are able to
publish and subscribe to alerts from sensors [110].
• WNS, Web Notification Service. This Web service interface allows the asynchronous
interchange of messages between a client and one or more services (e.g., SAS and SPS)
[118].
We have included some of the elements from the SensorML, O&M, and SOS standards in our GISP prototype as a proof of concept to chaining image stream processing
services. We note that, in accordance with the philosophy of Web services in general, and
the SWE initiative in particular, data consumers should be concerned only with registries
and service interfaces. For example, a SOS provider is to be first “discovered” through a
registry mechanism, which is the OGC Catalog Services in the SWE context. A detailed
explanation of the various mechanisms to implement the SWE interfaces in general, and
the discovery methods in particular, are out of the scope of this dissertation, however. In
what follows, we limit our description to representative sensor definitions and the access to
observations in streaming settings.
The general sequence of steps to obtain sensor metadata is shown in Figure 5.8.
As an SOS service, the GISP provider first provides a capabilities document as a response
to a GetCapabilities request by a client. This document includes the identification of the
provider itself and the description of the offered services, that is, the available streams in the
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Figure 5.8: SOS sequence diagram for getting metadata information in the form of a
SensorML document about a data stream. (Taken from [114].)
system, which are organized in the form of observation offerings. An offering includes information about the period of time for which observations can be requested, the phenomena
being sensed, and the geographic region covered by the observations [112]. The Publisher
component in the Net Interface module of our GISP architecture is responsible for handling
this information. A schematic example of the corresponding capabilities document is shown
in Figure 5.9.1
Once a client is interested in a particular geospatial image stream, it will submit
a DescribeSensor request to the GISP. This request is handled by the Client Manager. The
corresponding response is a SensorML document describing the sensor that generates the
stream. Figure 5.10 shows part of a SensorML document for the visible channel of the
GOES Imager instrument.
Next, the client will eventually request the actual data from the sensor. This is
done by submitting a GetObservation request. Of particular relevance in our context is
how to access streaming data using the Sensor Observation Service interface. The sequence
1

For convenience, we use a simplified structure style to illustrate XML documents in figures 5.9, 5.10,
and 5.12. We use ⋄ symbols to indicate relevant XML elements; example values are shown in cursive.
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⋄ sos:Capabilities
⋄ ServiceIdentification
⋄ Title, ⋄ Abstract, ⋄ Keywords
⋄ ServiceProvider
⋄ Name, ⋄ ContactInfo, ⋄ Site
⋄ Operations
GetCapabilities, DescribeSensor, GetObservation
⋄ FilterCapabilities
⋄ Spatial, ⋄ Temporal, ⋄ Scalar
⋄ ObservationOfferings
visible radiance, near-infrared, mid-infrared
⋄ boundedBy
⋄ Envelope: field of view of GOES Imager
⋄ TimePosition
⋄ beginPosition: 2003-10-10
⋄ endPosition: indeterminatePosition
⋄ Result format: text/xml;subtype=“OM”
Figure 5.9: Schematic example of an SOS capabilities document with observation offerings
for various GOES Imager channels.
⋄ sml:SensorML
⋄ sml:Sensor: id = GOESW VIS
⋄ Identification, ⋄ Classification
⋄ ReferenceFrame
⋄ Input: name = radiation
⋄ Quantity: urn:ogc:def:phenomenon:radiation
⋄ Output: name = pixel
⋄ Quantity: urn:ogc:def:data:DN
Figure 5.10: Schematic example of a SensorML document describing a GOES channel.
diagram in this case is shown in Figure 5.11. The response to a GetObservation request
is an O&M document [109]. In some cases, the actual observation data is provided inline
in this document. However, for streaming scenarios, the data can more conveniently be
obtained from a direct connection to the data source by using a hyperlink indicated in the
O&M response, as shown in the lower part of Figure 5.11. The format of the actual stream
in this case can be either pre-established or negotiated between the producer and consumer
endpoints. In our prototype, we take advantage of this flexibility to use the current data
stream protocol defined in the GeoStreams project (see Section 2.2.2). An example of
an O&M observation document is shown in Figure 5.12. The consumer application gets a
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Figure 5.11: SOS sequence diagram for getting access to a data stream. (Taken from
[114].)
⋄ om:Observation: id = GOESW VIS 1
⋄ Description: Observation with remote streaming result
⋄ name = Raw visible count
⋄ TimePeriod
⋄ beginPosition: 2007-09-21T12:00:00.00
⋄ endPosition: indeterminatePosition
⋄ Result
xlink:href=“http://geostreams.ucdavis.edu:9060/geostream%26channels=vis”
xlink:role=“application/octect-stream”
Figure 5.12: Example of an O&M observation response for streaming data.
direct connection to the image stream by opening the hyperlink given by the xlink:href
attribute of the result section in the observation response.
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5.6

Scientific workflows for image stream processing
Complementary to the analytical process per se, scientific endeavors also involve

the execution of a diverse set of data manipulations with varying levels of complexity. Often, because of lack of system support, these manipulations are performed following ad hoc
and manual procedures that would otherwise be subject to an adequate formalization and
automation. This data handling includes the location of and access to the data, format
conversions, and integration for the generation of derived data products. With the availability of ever increasing bodies of data, and the continuous advent of improvements in
computer and network technologies, scientists are compelled to incorporate adequate data
management frameworks so they can conduct their research expeditely and successfully.
In general, the fundamental concerns and requirements regarding the scientific
process itself remain the same: perform data analysis, visualize, test, document, reproduce,
and create experimental tasks in a flexible manner. With the goal of empowering designers and end users with this kind of capabilities, in this section, we realize our architecture
for image stream processing using a scientific workflow approach. We present the implementation of computational extensions to Kepler [75], a widely used scientific workflow
management system, which will support the development and execution of streaming image
pipelines for detection and visualization of changes in remotely sensed data. Although one
of its main goals is concerned with automation, a particularly important aspect for our
purposes is that scientific workflows also make possible the incorporation of mechanisms
for user interactivity, a property that is crucial for the exploratory aspect of the scientific
process. In this sense, we believe scientific workflows are a promising platform to construct
truly usable systems by scientists in remote sensing change analysis and visualization.
With several commonalities with business workflows, scientific workflows have
emerged as a distinct effort to address the particular requirements of the scientific community. In the context of business, Hollingsworth [54] defines workflow as “the computerized
facilitation or automation of a business process, in whole or part.” We can readily adapt
this definition to the context of science by replacing “business process” with “scientific pro-

84
cess.” Focusing on the experimental aspect of the scientific process, Medeiros et al. [84]
express that, “in general, a workflow denotes the controlled execution of multiple tasks in
an environment of distributed processing elements.” Singh and Vouk [141] define scientific workflow as a “series of structured activities and computations that arise in scientific
problem-solving.” Hollingsworth [54] defines workflow management system as “a system
that completely defines, manages and executes ‘workflows’ through the execution of software whose order of execution is driven by a computer representation of the workflow logic.”
This definition, which fits well for both business and science contexts, can be complemented
in a more modern setting by involving the utilization of a distributed, service-oriented Grid
and Web infrastructures [75, 154].
Despite the commonalities, several authors remark important differences that justify a distinctive workflow research effort in the context of science [75, 84, 141, 158]. Rather
than discussing the details of such a distinction (which often times are not of general consensus), it will suffice for our exposition to highlight the following peculiarities pertaining
to scientific workflows that have gained wide acceptance, and that apply to our work:
• Dataflow oriented. Scientific workflows are reminiscent of dataflow process networks.
• Data and processing intensive. Scientific workflows are often characterized by intricate
and intensive computations acting on large volumes of data.
• Data-driven. In settings such as simulation, sensor networks, and data streams in
general, the execution of scientific workflows are triggered and fueled by the data.
• Dynamic nature. Scientific workflows are highly dynamic in structure and behavior as
they reflect scientific processes that are driven by experimentation and trial-and-test
practices.

5.6.1

The Kepler workflow management system
Kepler is a multi-institutional, open-source project aimed at offering scientists in

diverse disciplines a system to design, execute, and deploy scientific workflows using Web-

85
and Grid-based technologies [75]. Kepler is built on top of the Ptolemy II system [57],
which provides the infrastructure to support the execution of scientific workflows under a
wide set of models of computation.
As illustrated in Figure 5.13, a scientific workflow is a network of actors whose
mutual interaction is orchestrated by a director. In the actor-oriented paradigm, actors
are designed in a way that promotes reusability under different models of computation, a
property called domain polymorphism. Being controlled by the director component, actors
communicate with each other only through their input and output ports. The connection
between two actors is established with a channel between the corresponding output and
input ports. While ports are the elements to accomplish the inter-actor communication
during execution of the workflow, actor parameters are specified (often before execution) to
indicate particular modes of operation. Elements flowing through the channels are called
tokens. There roughly are three main classes of actors: source actors (which do not in
general have input ports) put data into the workflow; transform actors perform some kind
of data transformation; and sink actors (which do not in general have output ports) take
data from the workflow. A powerful problem solving tool in Kepler is the facility to insert
composite actors in a workflow. A composite actor is itself a workflow with special ports
that allow its connection with the containing workflow. Complex processing pipelines can
be designed in this hierarchical way.
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Figure 5.13: Schematic depiction of the main elements in a Kepler scientific workflow.
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As can be noted, the core architecture we have described in previous sections fits
readily into the overall structure of typical scientific workflow managements systems, here
exemplified by the Kepler system. We have purposely presented a separate architectural
design to allow for other possible implementations. In particular, from a scientist point of
view, the Kepler problem solving environment is an excellent vehicle to interact with our
proposed infrastructure for several reasons, including:
• Extensive actor libraries. The toolset of image stream processing operators developed in this work is integrated with the extensive list of Kepler/Ptolemy II actor
packages that includes operations for transparent access to Web services, Grid data
transfers, remote job execution, and interaction with database management systems.
In particular, also provided are several image processing actors based on widely used
packages such as ImageJ [127] and Java Advanced Imaging [146, 161], which allow the
construction of complex image processing workflows.
• Methodologies for workflow design. The underlying actor-oriented paradigm, along
with support for semantic types, ontology integration, component and data search
mechanisms, and the possibility of hierarchical composition, all in a friendly visual
environment, facilitates the incremental design and refinement of scientific workflows
in Kepler [10].
From an engineering point of view, both the maturity and open nature of the
Kepler/Ptolemy II infrastructure make easy not only to incorporate the new required
mechanisms for our geospatial image stream architecture (e.g., to tap into the individual
channels in a workflow), but also to allow their extension for further enhancement.

5.6.2

Models of computation
The Ptolemy II system provides a wide variety of directors, each designed to ex-

ecute the workflow under a particular model of computation [57]. Among the several models
of computation provided by Ptolemy II, typical choices for signal and image processing
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are the Synchronous Dataflow (SDF) and the Process Network (PN) [69] models. In PN,
components execute concurrently and communicate uni-directionally with each other under
a blocking-read, non-blocking-write scheme. This model of computation naturally allows for
parallel, pipelined executions of actors. The SDF is a restricted PN in which predetermined
token consumption-production settings allow the SDF director to run the workflow in a single thread, with pre-scheduled control over buffer sizes, and free of deadlocks. In contrast
to the internal mechanisms in standard DSMS systems (Section 2.2), by using Kepler we
expressly address a requirement for more flexibility in the selection of particular models of
computation that scientists may deem more appropriate for particular workflows.
Our strategy for input synchronization discussed in Section 5.4 is valid in the SDF
domain and hence in the PN one as well: while input synchronization is mandatory to
meet the basic requirements of the SDF domain, this mechanism explicitly avoids blocked
operations because of external conditions in the PN domain.

5.6.3

Prototype implementation
Components for query dispatching, network interface, stream delivery, and several

others for image stream processing have been developed in Java using the Kepler/Ptolemy
II and other supporting libraries. Some representative components of our GISP architecture,
as depicted in Figure 5.1, are shown in their Kepler realization in Figure 5.14
An especially designed source actor, StreamReader, can be inserted and parameterized into a workflow to obtain a stream from a stream server. The Kepler parameter
window for this actor is shown in Figure 5.15. This reader component is able to obtain
image streams from the GeoStreams server (e.g., the visible channel stream from the
GOES-West satellite), and also from other Net-enabled GISP systems operating as SOS
servers (Section 5.5). Other source components include: a CimisReader actor that reads
point observation data from the California Irrigation Management Information System [105]
(see Section 6.3), and two synthetic sources: Random, to generate random value images, and
Sine, to generate image rows with shifted sine waveforms. Some of the operators shown
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Figure 5.14: Some of the GISP components in their Kepler realization.

Figure 5.15: Parameter window for the StreamReader actor.
in Figure 5.14, e.g., Delay, SpatialRestriction, SpatialExtension, SpatialTransform,
Threshold, and Addition, implement the corresponding operations introduced in Chapter 3. The SpatialExtension actor, in particular, has the ability to generate a version of
the extended image in a standard AWTImageToken, one of the token types in Ptolemy II,
such that other available Kepler/Ptolemy II image processing actors can be inserted in
the pipeline. Other operators shown, e.g., GoesI2T (for “GOES infrared to temperature”
value conversion), L2G (for “latitude/longitude to GOES native” spatial transformation),
and Viz3D (raster visualization in 3D), are described in more detail in Chapter 6.
The StreamViewer sink actor accepts multiple input streams and provides a similar functionality as that of the VizStreams tool presented in Section 4.4.2. This actor
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incorporates the spatial extension operation, which is applied on its input streams in order
to display the resulting combined image in real-time with options for simultaneously panning
over, zooming in and out, overlaying geographical vector layers (shorelines, states, etc.), and
saving the current aggregated image in standard formats. As with the SpatialExtension
actor, the StreamViewer actor can also generate the AWTImageToken version of the extended
image in case other standard actors are connected to the corresponding output port.
The NetInterface component is implemented as a Ptolemy II attribute. Attributes can be associated with the various containers in Ptolemy II, which include firstlevel workflows and composite actors (sub-workflows). The NetInterface registers itself
to the workflow (its container) so it gets notification of events related with the initialization and finalization of the execution. During execution, this component keeps track of the
clients currently connected to the workflow and the number of streams being served.
The parameter window for the NetInterface component is shown in Figure 5.16.
The designer can specify the streams in the workflow that are to be published, the registry
system to be used, and, for client connections, a server port and other typical connection
parameters.
In the prototype, the actual Sensor Observation Service (SOS) interface is implemented in a separate, standalone HTTP server program, which also provides a registry
mechanism. This program replies to a client’s GetObservation request with an O&M observation containing an xlink pointing to the server port indicated in the parameter window.

Finally, the Executor component in our architecture, which is responsible for the
overall execution of the workflow under one of various possible models of computation,
does not require any direct implementation in our prototype as is already provided by the
various directors available in Ptolemy II. The Process Networks (PN) and the Synchronous
Dataflow (SDF) directors are, as already said, typical choices in scenarios like our geospatial
image stream processing case.
As part of the development of this GISP prototype system, some enhancements
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Figure 5.16: Parameter window for the NetInterface actor.
and new capabilities were added to Kepler. In concrete, a mechanism was implemented
to automatically associate monitoring icons to the actors in a workflow at run-time. Icon
styles such as traffic lights and progress bars were included but others can be added with
class extensions in a modularized way. Traffic light icons can be observed in some of the
stream sources and the stream viewer actor in Figure 5.14. A green light indicates that
the component is actively generating or consuming image tokens. The icon turns on the
yellow light when the component has been idle or read-blocked for a certain small period
of time. The red light is turned on upon any critical error that prevents the actor from
continuing its execution. This monitoring mechanism was designed to apply to both actors
and sub-workflows (composite actors), and is independent of the model of computation,
although it is particularly useful for concurrent (e.g., PN) workflows were multiple actors
can be running simultaneously. In our stream case, where streams may arrive with varying
rates and often in an unpredictable, bursty manner, the visual feedback provided by the
activity indicators was especially key not only for monitoring, but also for the testing of the
prototype development itself.

5.7

Summary
In this chapter, we have designed an architecture for geospatial image stream

processing. The architecture supports image stream processing in general, and detection
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and visualization of changes in environmental remote sensing data in particular. A concrete
implementation of our geospatial image stream processing GISP system using Kepler was
also presented. A GISP system is basically a directed graph of stream components, which
are loosely classified in source, operator, and sink components. The overall orchestration,
i.e., execution semantics, of such a system is determined by an Executor module, which
is realized with a corresponding director from the Ptolemy II infrastructure. A concrete
execution issue regarding the processing of streams from multiple sources, was identified
and handled by using a synchronization strategy on the stream source components.
Along with components to perform operations for change detection, and in conjunction with visualization facilities, special components in this architecture allow multi-user
access to the streams in a pipeline, as well as the interconnection of multiple GISP pipelines.
Interconnection is a key feature that allows the reuse of data, the scalability of computations, and the facilitation of remote collaboration in a distributed scientific environment.
In this sense, open international standards have been considered and incorporated to some
extent to enable this interoperability goal.
Although our general architecture can be implemented in various ways, the choice
of the Kepler scientific workflow management system greatly simplifies the effort as it
already provides much of the required features for the scientist, as well as maturity, robustness, and an active user community in several scientific domains.
We have described some of the main elements in our GISP framework as realized
with Kepler components. Complete workflows for geospatial image stream processing are
presented in Chapter 6.
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Chapter 6

Applications
In this chapter, we further demonstrate the geospatial image stream processing
framework constructed in this thesis with representative applications in remote sensing.
After briefly motivating each example, we introduce the necessary operators while illustrating the construction of the corresponding workflows in Kepler. We note that rather
than discuss the particular advantages of the techniques, our goal is to demonstrate how
our framework can be used to support similar processing tasks in a streaming fashion, with
facilities for integrating data from various, dissimilar sources.

6.1

Wildfire detection
Early detection plays a crucial role in the control of wildland fires [32] (see also

Section 2.1.2). In general, the goal of wildfire detection is to identify pixels with active fires
in satellite imagery. Algorithms for detection of wildland fires (and other similar phenomena
like volcano eruptions) usually exploit the sensitivity to subpixel heat of certain spectral
bands, in particular, the midwave (mwi) and longwave (lwi) infrared bands [71, 156]. As
is the case with vegetation related applications, derived quantities are often investigated in
an attempt to minimize the effect of external factors such as cloudiness and other variations
in observation conditions. Here, we use the normalized thermal index, calculated as nti =
(mwi − lwi)/(mwi + lwi).
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Consider the change detection query Q1 : (χ≥h (nti))|R , i.e., the thresholding of
the normalized thermal index over a region of interest R specified in some suitable form
(e.g., corners of a latitude-longitude bounding box). This is a simple, yet representative
query formulated in terms of a well-known data product name. Each image in the resulting
stream is a classification of pixels into one of the classes “fire” or “non-fire,” according to
the user-specified threshold h. Assuming the streams mwi and lwi are already available in
our example system, then Q1 can be initially translated to

(χ≥h ((mwi − lwi)/(mwi + lwi)))|R .

Given that this is a pointwise calculation, equivalent rewritings of the query are
χ≥h (((mwi − lwi)|R )/((mwi + lwi)|R )), and
χ≥h ((mwi|R − lwi|R )/(mwi|R + lwi|R )).
The latter, in particular, corresponds to an optimal cost execution plan as the subsetting
operations are performed on the input streams, so the index and thresholding computations
are applied only on the pixels in the region of interest.
The resulting Q1 stream may be heterogeneous (i.e., images in the stream do not
always fully cover the region of interest–see Section 3.2.2) if any of the input streams is
heterogeneous. Thus, an alternative query, more suitable for visualization for example,
can be written as Q2 : (nti|≥h )|∅
R , i.e., the spatial restriction to R of the extension of the
(non-domain-preserving) thresholding of the nti index. By a similar cost analysis, the plan
mwi|R − lwi|R
Q2 :
mwi|R + lwi|R

∅

′

≥h

would be optimal for query Q2 . The resulting pipeline is illustrated in Figure 6.1. The
SR actors perform the corresponding stream subsetting operations, and the last two actors
perform the thresholding and final stream extension for direct visualization of the region
of interest R. A screenshot of the actual Kepler workflow is shown in Fig. 6.2. The SR
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Figure 6.1: Execution plan of a query for wildfire detection.

Figure 6.2: Kepler workflow for thresholding of the normalized thermal index over a
region of interest, and resulting stream display.
actors have been parameterized with part of the Northern hemisphere in the field of view of
the GOES West satellite. The StreamViewer sink actor applies the extension of its input
streams and displays the resulting combined image in real-time. In this case, the extension
of the THR stream is overlaid on the lwi stream. (A low threshold value has been set for
sake of illustration.)

6.2

Land cover change detection
Land cover changes are among the most significant agents impacting the dynam-

ics of environmental and ecological systems [61]. In particular, vegetation is one crucial
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type of land cover. As in the previous wildfire scenario, several spectral indices have been
investigated to estimate vegetation properties from remotely sensed data. In this example,
we will consider the normalized difference vegetation index, ndvi (see Section 2.1). An
approach based on temporal prediction analysis for land cover change detection on ndvi
measurements is similar to the bi-temporal linear regression discussed in Section 4.3.2. In
this case, multiple past images are analyzed by an operator TPp to predict the current image in a stream α based on its previous p images, i.e., α̂ = TPp (α). A change detection
query in terms of this technique, along with the usual image differencing method above,
can be expressed as Q3 : χ≥h (|α − TPp (α)|), and directly executed as shown in Figure 6.3.
The temporal sliding window of size p required by the composite operator TPp is realized
α
p
∆
∆
∆

∆1 (α)
∆2 (α)
..
.
∆p (α)

TPp
P

α̂

−

|·|

h
χ≥h

ς(α)

Figure 6.3: Temporal image prediction change detection.
by cascading p delay operators. The internal P component performs the actual prediction
implementing some standard method (see, e.g., [14]). Thus, using as parameters the order
of prediction p and the threshold h, the final stream ς(α) = χ≥h (|α − TPp (α)|) provides
the resulting change mask. A Kepler workflow with a concrete implementation using a
3-order temporal prediction is shown in Figure 6.4. Since various common spectral indices
take the form of a normalized difference, a composite actor, NDI, has been defined for this
generic calculation, here used for ndvi. The temporal prediction is also implemented as a
reusable composite actor.
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Figure 6.4: Workflow for land cover change detection using temporal prediction.

6.3

Comparison of ground- and satellite-based temperature
measurements
Surface temperature is a key parameter in many remote sensing applications

[119, 145]. The goal of this example application is to quantitatively and qualitatively
compare temperature values obtained from two main sources: ground-based measurements
from weather stations, and estimations using satellite data. For the former, we use air temperature point data provided by the California Irrigation Management Information System,
CIMIS, which comprises, at time of writing, around 130 active meteorological stations distributed over the state of California [105]. For the latter, we use infrared data provided by
the GOES West environmental satellite [101].
CIMIS temperature measurements. A source actor, CimisReader, has been implemented to read data from the CIMIS system and provide a stream of geo-located point
temperature measurements into the workflow. Although the originating stations generate
measurements about every minute, the current configuration of the centralized CIMIS system aggregates the data on an hourly basis making the data available with varying delays.
Consequently, the CimisReader is designed to make a request to the CIMIS system every
hour. The actor generates an image where each pixel corresponds to a reporting station;
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the pixel comprises both the geographic location and the observed value for the station.
GOES temperature measurements.

The procedure described in [103, 157] is applied

to convert GOES-West infrared raw data to temperature. First, the raw channel stream
c is converted to scene radiance, r = (c − a)/m, and then, the radiance is converted to
temperature, t = b + c c2 ν/ ln(1 + c1 ν 3 /r), where m, a, b, c, c1 , c2 , and ν are coefficients
determined for the particular GOES instrument and the selected channel. An actor, I2T,
has been implemented to perform this conversion.
Geographic reprojection.

CIMIS measurements are geo-located using a standard lat-

itude/longitude projection, whilst GOES uses its own coordinate system. Thus, any computation involving the two sources requires the reprojection of the datasets to a common
projection. Two corresponding actors, L2G and G2L (for “latitude/longitude to GOES” and
“GOES to latitude/longitude,” respectively), have been implemented for this purpose [104].
Since the GOES reprojection parameters are dynamically adjusted because of varying conditions in the sensor instrument, the metadata attributes associated with the GOES streams
have been augmented accordingly for the correct execution of the L2G and G2L actors.

Analysis on temperature point data
Every time an image is generated by the CimisReader actor, the Kepler workflow
shown in Figure 6.5 performs the comparison of the CIMIS point measurements against
the corresponding pixel values from one of the GOES infrared channels. A standard linear
regression analysis is performed on the two obtained point datasets to validate the expected
correlation. Only locations where data is available from the two sources are considered for
the regression analysis. This intersection operation is performed by the Inters actor.

Analysis on raster temperature data
The particular context of this application is the ETo Project [51]. This system calculates spatially distributed daily reference evapotranspiration and produces corresponding
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Figure 6.5: Linear regression analysis on CIMIS and GOES temperature point data.
daily maps for the state of California at high spatial resolution (4km2 ). Evapotranspiration
(ET) is the loss of water to the atmosphere caused by evaporation and plant transpiration.
Reference ET is an estimation of the potential ET with respect to a particular crop type,
commonly denoted ETo in the case of grass. Accurate ETo estimations are important information for individuals and water agencies interested in delineating irrigation plans over
extended areas [105].
Several meteorological variables are required to calculate ETo, including temperature, relative humidity, and wind speed. To create the resulting maps, the measurements of
some of these variables obtained at the CIMIS stations are interpolated to obtain the input
rasters to compute ETo for the region of interest. The ETo system stores all raster datasets
in a GRASS GIS database [96]. Two main interpolation techniques are used in the ETo
Project, namely Daymet [123] and RST [86]. Experience has shown that even when these
techniques give similar quantitative errors (which are based on standard cross-validation
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methods), noticeable discrepancies in the spatial configuration of the generated surfaces
may be revealed; hence, combined visualizations of these interpolated surfaces have been
implemented as an important tool for inspection.
In the following, we include real-time GOES data as one more source for evaluating
the output from the interpolation methods. More precisely, we compare RST interpolated
surface temperature from the CIMIS stations with GOES temperature rasters. This contrasts with our previous example, which deals only with an analysis over the point locations
of the stations.
Several workflow steps are required to properly compare CIMIS and GOES raster
data in this application. In particular, there are three geographical projections involved:
The projection used for the generated ETo maps is the Albers Equal Area (AEA), while, as
already noted, CIMIS stations are located using latitude/longitude coordinates, and GOES
data uses its native coordinate system. The required reprojections and other steps are
explained next. The Kepler workflow is shown in Figure 6.6

Figure 6.6: Kepler workflow for comparing CIMIS and GOES temperature raster images.
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Interpolated temperature raster. The CimisReader actor described in the previous
example is used to obtain temperature point data for a given date and hour. The location
of each measurement is converted by the L2A actor from latitude/longitude coordinates to
easting-northing coordinates (in meters) in the AEA projection. The resulting point data is
read by the Interpolator actor, here configured to use the RST interpolation method and
California (in AEA) as the region of interest for the generated raster. The Interpolator
actor does remote calls to the corresponding GRASS interpolation routines available in
the ETo system back-end. The resulting interpolated temperature raster over California is
denoted i in Figure 6.6.
GOES temperature raster. While L2A applies a direct point-to-point reprojection, the
ST actor in the workflow performs a full spatial transform of the incoming GOES infrared
images to the region of interest given in the AEA projection. Using the scheme discussed
in Section 3.3.1, this actor internally applies the (inverse) transform function ag: AEA →
GOES, so the computation is only done with respect to the region of interest. This function
is realized as the composite function lg ◦ al, where al: AEA → latitude/longitude and lg:
latitude/longitude → GOES. Finally, the I2T actor performs the pointwise conversion to
temperature, and the SE actor implements the stream extension operator introduced in
Section 3.3.2. The resulting GOES-derived temperature raster over California is denoted g
in Figure 6.6.
Qualitative comparison.

An especially designed actor, Viz3D, whose implementation is

based on the VisAD library [52], allows the visualization of the input rasters for qualitative
inspection. Figure 6.7 shows the two raster images for a certain date and hour. For reference,
part (a) shows the location of the CIMIS stations (white dots) on an elevation map for
California. The values of both rasters are mapped to RGB colors as well as to the z
axis in the coordinate space of the display. From these images, it can be noted that the
interpolated values seem to overestimate the temperature especially in the mountainous
region of California. To better appreciate the differences, and complementary to side-by-
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(a)

(b)

(c)

Figure 6.7: Region of interest, station locations, and temperature raster images as displayed by the Viz3D actor. (a) California elevation map and CIMIS station locations; (b)
CIMIS interpolated raster i and (c) GOES raster g for a certain date and hour.
side comparisons, the two raster surfaces can be combined in many ways. Three examples
are shown in Figure 6.8. The GOES raster g is mapped to gray-level in (a) and (b) to

(a)

(b)

(c)

Figure 6.8: Three ways of comparing interpolated (RGB) and GOES (gray-level) temperature raster images combined. (a) Images i and g superimposed directly. (b) As in (a)
with semitransparency also assigned to g. (c) The difference i − g (RGB) along with a
semitransparent gray constant surface at 0◦ C.
easily distinguish it from the interpolated image i, while in (b) it is also assigned a certain
level of transparency to better appreciate the discrepancy with the interpolated raster. The
difference image i − g is directly displayed in (c) along with a semitransparent constant
surface at 0◦ C.
Quantitative comparison.

The quantitative comparison in this case is similar to the

previous example of point data. As shown in Figure 6.6, the agreement between the two
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rasters is measured by using a linear regression analysis. In this case, the Sampler actor
obtains a set of value pairs from the input rasters to generate the input for the Regression
actor. Various sampling methods are possible, including random and grid sampling. In this
example, sample pairs are taken at the intersections of a 20×20 km2 grid over the region of
interest. The regression results are shown in Figure 6.9.
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Figure 6.9: Linear regression analysis on a regularly-spaced sample of points from the
CIMIS interpolated and GOES based temperature rasters.

6.4

Other applications
The above examples illustrate the typical design elements provided by our GISP

framework that a scientist can use to create workflows for image stream processing pipelines
in general and change analysis and visualization in particular. In the context of the ETo
Project [51], for example, an immediate application of the framework is in complementing
the temperature interpolation step by integrating the information provided by the GOES
satellite. This would be particularly useful for improving the estimations over the large
regions that have few or no ground observations (e.g., the mountains). For a correct integration, other important steps should be carried out such as screening out the GOES data
according to cloud cover detections (see Section 2.1.2).
In general, several applications can be designed and implemented using this frame-
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work, especially if the corresponding inputs are available in a stream format, and along with
any required special stream sources and operations realized as Kepler actors, including:
mapping and monitoring of snow cover, monitoring of active volcanoes, hurricane tracking, mapping of burn scars due to active fires, and detection and monitoring of oil spills
(approaches for these problems can be found in, e.g., [11, 34, 72, 73, 125, 131, 135, 159]).

6.5

Summary
This chapter describes a number of example applications implemented on top of

our GISP framework. In the wildfire detection example, we discussed the processing of a
typical query involving the thresholding of a spectral index over a region of interest in the
field of view of the GOES West satellite, and the visualization of the resulting extended
stream. In a second example, we described the use of a temporal prediction technique to
detect changes in land cover as measured by the normalized difference vegetation index. In
this example, we illustrated the mechanism of defining composite actors for factoring common operations, as a means for modularity and reusability. Our third example described the
integration of data from sources with different characteristics. In particular, this example
highlighted the integration of point and raster data, with different geographic projections,
for the evaluation of temperature observations over California. We first described a regression analysis restricted to the locations of the ground point observations. Then, we
extended the analysis to the raster setting, which required the interpolation of the ground
measurements. Both qualitative and quantitative comparisons –via surface visualizations
in 3D and linear regression over a regularly-spaced sample of points, respectively– were
presented. Finally, other applications especially characterized with a streaming aspect and
a real-time response requirement, were briefly enumerated as suitable possibilities for our
proposed framework.
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Chapter 7

Conclusions and future work
Fast detection of changes in environmental remotely sensed data is a major requirement especially in natural disaster related scenarios where prompt detection, ideally
in real-time, plays a crucial role in the saving of human lives and the preservation of natural
resources. Although various existing approaches could in principle be used to model the
inherent complexity of remotely sensed geospatial data as well as its streaming nature, we
have identified and addressed key challenging peculiarities in the context of change analysis that require an integrated approach. Based upon a formalization of this problem, our
precise characterization of geospatial image streams, definition of fundamental operators
for change analysis, and a concrete Geospatial Image Stream Processing architecture, GISP,
are a significant step toward an effective solution. The continuous improvements in sensor,
transmission, and network technologies, which increasingly allow the real-time stream delivery and broad dissemination of geospatial data from sensors, make more than relevant
the pursuit of such a GISP goal.

7.1

Summary of contributions
By extending elements from the image algebra, in Chapter 3 we have introduced

a precise characterization of images and image streams in the context of remotely sensed
geospatial data. We have defined a stream as an unbounded sequence of timestamped
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geospatial images coming from a sensor, operator, or other stream generator. Spatiallyaware stream operations were defined for a clear semantics in the context of change analysis.
A key aspect in our characterization, that contrasts with the approaches in other stream
processing settings, is that of allowing the online processing of streams even in the case of
heterogeneous coverage of regions of interest. Metadata processing has also been incorporated as a necessary complementary aspect in our framework, not only to properly propagate
the corresponding derivations across the pipeline, but also, and very importantly, to support the interoperability of instances of our framework with other client applications and
processing infrastructures by utilizing open data and interface standards that are actively
being developed in the geospatial and remote sensing communities. We introduced a representative set of operators for spatial and temporal analyses in remotely sensed geospatial
image streams, including spatial restrictions, extensions, transformations, value operations,
image expiration, as well as time- and count-based temporal window specifications using a
spatially-aware delay operator. Based on the notions of significance, region of interest, and
time and space granularities, Chapter 4 introduced a precise definition of change detection
in streaming geospatial image data. A change detection process is one that receives an
image stream as input and generates a corresponding change mask image stream as output
for a given region of interest. Widely used techniques in remote sensing change detection
and visualization were formulated in terms of this characterization.
Supported by this conceptual foundation, in Chapter 5 we have presented the
design of a Geospatial Image Stream Processing architecture, GISP. This architecture allows
image stream processing in general, and change analysis and visualization in particular.
The execution semantics of such a system has been discussed and specified in a way that is
relevant for remote sensing applications. Key semantic aspects related with the execution
of image stream processing pipelines involving multiple sources with different rates were
discussed and a concrete synchronization mechanism to deal with these cases was presented.
Finally, we constructed a working prototype implementation of our geospatial image stream processing framework using the Kepler scientific workflow management system,
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and demonstrated the benefits of our approach with representative applications in change
detection and integration of data from dissimilar sources, a typical situation in many remote
sensing scenarios. The Kepler platform enriches our framework with important interaction
capabilities, for example, to steer the exploration process by varying the various parameters in the workflow and the possibility of plugging in different monitoring and visualization
tools at various point in the pipeline.

7.2

Future work
The various components of our Geospatial Image Stream Processing framework,

GISP, can be extended in several ways.
• Foundation and cost model. We have introduced a formal language for the definition
of geospatial image streams as well as fundamental operations for spatio-temporal
analysis. This formalization needs to be further elaborated toward the construction of
key theoretically founded properties and cost models that can enable the optimization
of different types of stream queries against complex processing pipelines. This is nontrivial because of a number of reasons including the multidimensionality of the georeferenced images in the streams, the diverse geographic coverage patterns followed
by sensors, and the variety of complex (e.g., blocking) operators.
• Image processing. Although advanced image processing techniques are available, they
have yet to be fully evaluated in terms of an adequate integration with our specialized
operators for processing image fragments. As already noted, existing standard tools
are more oriented to whole-scene image analysis, whereas our requirement is more
for incremental and heterogeneous coverage of geospatial regions. Although we have
included the necessary conversion components to allow the utilization of the standard
image processing techniques in Kepler, the scalability of such an approach for dealing
with massive and very fast image streams needs further investigation.
• Timed models of computation. The Process Networks (PN) model of computation
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and its restricted Synchronous Dataflow (SDF) version, both offered by the underlying Ptolemy II system in Kepler, are, as pointed out, typical choices to execute
scientific workflows for image processing, and the ones we have mainly used for our
example applications. These models, however, do not provide for an explicit notion of
time; rather, the notion of time is given by the partial order implicitly determined by
causality, that is, that an actor’s output depends only on current and past inputs [57].
Ptolemy II also offers timed models of computation that may be more appropriate
for certain applications with more specialized timing requirements. These models include: Discrete Time (an extension of SDF to include time between tokens), Giotto
(each actor is invoked periodically with a specified period), Discrete Events (actors
communicate via sequences of events placed in time), and Timed Multitasking (each
actor has a specified execution time that must be exhausted before generating any
output). For a good overview on this matter, see Hylands et al. [57] and references
therein.
• Change detection techniques. A concrete step is to complement the toolset of change
detection operators for spectral index calculations, band algebra, and other pattern
classification techniques. A key issue is that of adapting and defining object-oriented
analysis methods to detect and track spatially aggregated features (e.g., cloud motion
and hurricanes) across time under a streaming setting, and how to efficiently allow
the corresponding streaming visualization in a remote client application.
• Visualization. The VizStreams tool and the StreamViewer and Viz3D actors provided us a means to test and evaluate various possibilities for visualizing geospatial
image streams and changes in remotely sensed data. Several interesting visualization aspects can be further explored, including the consolidation of a visualization
model appropriately coupled to our data model [53, 138, 148], the incorporation of
more techniques, for example, for incremental flow visualization in settings like cloud,
smoke, and hurricane tracking, and the integration of uncertainty and error visual-

108
ization [62, 78, 120, 121]. To make possible the integration of uncertainty and error
estimations in visualizations, the processing components in the back-end can include
the mechanisms to process and propagate this quality information. The lattice model
proposed by Hibbard et al. [53] offers an interesting approach in this direction.
• Web enablement. Our prototype GISP system follows some of the elements of the OGC
Sensor Web Enablement models and Web service interfaces (see Section 5.5). However,
the current implementation is still preliminary and in fact will most likely need to be
adjusted mainly because, at time of writing, some of these OGC components are still
in the process of becoming official standards.
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Appendix A

Notations
Symbol
R
Zn
f ◦g
X, Y, R
R
F, R, Rd
a:X→F
FX
kX
a : Zm × Zn → F
domain(a), range(a)
⊥
a|R
χ≥h (a)
a|≥h
a|b
τ (a) ∈ R
c ∈ {0, 1}X
α, β
α = h. . . , ai
FV(α)
SR(α), TR(α)
α|R
α|b
eT (α)
∆(α)
δT (α)
ς(α)

Meaning
The set of real numbers
The set {0, 1, . . . , n − 1}
Function composition
Point sets
Region of interest (point set)
Value sets
F-valued image over X
The set of all F-valued images over X
The constant image {(x, k) : x ∈ X}
F-valued raster image
Domain and range of image a
Missing value indicator
Spatial restriction (subsetting)
Domain-preserving thresholding
Non-domain-preserving thresholding
Spatial extension of image a to image b
Timestamp of image a
Binary change mask image
Image streams
Image stream whose current image is a
Field of view of image stream α
Spatial and temporal resolutions of image stream α
Stream restriction to point set R
Spatial extension of stream α to image b
Stream extension with image expiration
Spatially-aware, count-based delayed stream of stream α
Time-based delayed stream of stream α
Change mask stream of stream α
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Appendix B

Acronyms
AEA
ASTER
AVHRR
CIMIS
DSMS
ETo
GIS
GISP
GML
GOES
JPL
MODIS
NASA
NDVI
NESDIS
NIFC
NOAA
NTI
O&M
OGC
PN
ROI
SDF
SeaWiFS
SensorML
SOS
SWE
WFS
WMS

Albers Equal Area
Advanced Spaceborne Thermal Emission and Reflection Radiometer
Advanced Very High Resolution Radiometer
California Irrigation Management Information System
Data Stream Management System
Reference Evapotranspiration
Geographic Information System
Geospatial Image Stream Processing
Geography Markup Language
Geostationary Operational Environmental Satellite
Jet Propulsion Laboratory
Moderate Resolution Imaging Spectroradiometer
National Aeronautics and Space Administration
Normalized difference vegetation index
National Environmental Satellite, Data, and Information Service
National Interagency Fire Center
National Oceanic and Atmospheric Administration
Normalized Thermal Index
Observations & Measurements
Open Geospatial Consortium
Process Networks
Region of interest
Synchronous Dataflow
Sea-viewing Wide Field-of-view Sensor
Sensor Model Language
Sensor Observation Service
OGC Sensor Web Enablement
Web Feature Service
Web Map Service
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